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Congratulations on your decision to become Linux+ certified! By obtaining your Linux+ 
certification from CompTIA, you will show the world that you really know your stuff about 
one of the hottest new operating systems in the information technology industry today.

The introduction and adoption of Linux has been an interesting drama to 
observe. When Linux was first introduced back in the early 1990s, it was greeted 
with a collective yawn. The big operating system vendors of the day, including 
Microsoft, IBM, and Novell, barely even noticed. At the time, Linux was considered 
a hobbyist’s plaything, reserved for only the geekiest of geeks.

Since that time, however, Linux has made slow but steady progress into the server 
room in an increasing number of organizations around the world. So much so, in fact, 
that everyone is starting to pay attention, including the big three mentioned above.

Novell has gone so far as to actually buy out SUSE Linux, headquartered 
in Germany, and market their own Linux distribution. Novell saw Linux and 
open source as the way of the future and bought SUSE and other open source 
companies, such as Ximian, to eventually replace its NetWare operating 
system.

Linux has even started making inroads into the desktop market, slowly replacing 
the Microsoft Windows operating system used by employees in many organizations. 
Since its introduction in the early ’90s, Linux has gone from a programmer’s pet 
project to a major force for change in the information technology industry.

As such, there is a growing demand for network administrators who can 
implement, maintain, and support the Linux operating system. If you’ve had any 
experience with Linux, you know that it is very different than the operating systems 
most users are familiar with, such as Microsoft Windows and Mac OS. Migrating from 
either of these systems to Linux requires a degree of expertise. By the time we’re done 
with this book, you will have the knowledge and skills required to make this happen.

Before we can launch into a discussion of how to install and configure Linux, you 
need to have a solid understanding of where Linux came from, how you can get it, 
the roles it can play in your network, and the tools you can use to interact with the 
operating system. In this chapter, the following topics will be covered:

■ Introducing Linux

■ Using the Linux user interface

Let’s begin by introducing you to the Linux operating system.
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CERTIFICATION OBJECTIVE 1.01

Describe the Background and History of Linux
In this part of this chapter we’re going to spend some time getting acquainted with 
Linux. Specifically, we’re going to discuss:

■ The role and function of Linux

■ The historical development of Linux

■ Linux distributions

■ Common Linux roles

The first topic we need to review is the role Linux plays in a computer system.

The Role and Function of Linux
Linux is an operating system. All operating systems, including Linux, provide four key 
functions in a computer system:

■ Application Platform An operating system provides applications with a 
platform where they can run, managing their access to the CPU and system 
memory.

■ Hardware Moderator The operating system also serves as a mediator 
between running applications and the system hardware. Most applications are 
not written to directly address a computer’s hardware. Instead, most operating 
systems include pre-written code that can be called from an application to 
access system hardware, such as memory, hard drives, and communication 
ports. This feature makes life much easier for programmers. Instead of 
having to write code for doing these tasks in each and every program, they 
can simply reuse this existing code provided by the operating system. It also 
ensures that one application running on the system doesn’t try to use memory 
already in use by another application, and that applications don’t use an 
inordinate amount of CPU time.

■ Data Storage The operating system is also responsible for providing an efficient 
and reliable means for storing information. Usually this is done using some type of 
storage device, such as a hard disk drive, that has been formatted with a particular 
type of file system that organizes the information in an easily retrievable format.
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■ Security The operating system is responsible for providing a degree of 
security for the data it hosts. The system administrator can create rules and 
grant rights that determine who can access what information. Some operating 
systems, such as Linux and Windows 2000/XP, do this job very well. Others, 
such as DOS or Windows 98, provide only a very minimal level of security.

■ Connectivity The operating system manages connectivity between 
computer systems using a variety of network media and interfaces, including 
infrared, Ethernet, RS-232, and wireless.

Believe it or not, I frequently encounter people who don’t understand the role Linux 
plays in a computer system. They are under the mistaken impression that Linux is some 
kind of killer application that they can run under Windows on their workstation.

This is mainly due to the fact that most users in recent years have grown up using 
Microsoft Windows on their computers. Their home computer came with Windows 
bundled on it; their computer at work probably runs Windows as well. Because of 
this, they perceive the operating system and the hardware of their computer as being 
married together in an inseparable union. You may have heard someone refer to his 
or her computer as a “Windows computer.”

Actually, the computer hardware and the operating system are independent of each 
other. That’s because the modern PC is modular in nature. The Windows operating 
system can be easily removed from the system and any compatible operating system 
can be installed in its place, including DOS, Windows, Linux, Solaris, and even Mac 
OS (if you install a special expansion board with the appropriate ROM chip).

The Linux operating system is composed of the following components:

■ The Linux Kernel This is the heart of Linux; hence it is called the kernel.
The kernel is the actual operating system itself. It’s the component that 
fulfills the key operating system duties discussed above.

■ Libraries Libraries are pre-written code “pieces” that application 
programmers use in their programs. As we discussed earlier, this can be a huge 
time saver. Imagine what would happen if you were a programmer and you 
had to include code in your applications that would allow it to work with 
every type of hard disk drive interface currently on the market. What a task! 
With libraries, the programmer doesn’t care whether a SCSI or an IDE hard 
drive is installed in the system. He or she simply calls the appropriate library 
and tells the operating system that data is to be written or read from the 
drive. The operating system takes care of the rest.
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■ Utilities Linux includes a wide variety of utilities that you can use to 
complete operating system management tasks, such as maintaining the file 
system, editing text files, managing running processes, and installing new 
software packages.

■ User Interface Of course, you as the end user need some means of 
interacting with the operating system. Linux includes both a command-line 
interface (CLI) and a graphical user interface (GUI). We’ll explore both of 
these interfaces later in this chapter.

Let’s next review how Linux came into being.

The Historical Development of Linux
Linux is somewhat of an anomaly in the software development industry. Most 
software products, whether they are applications or operating systems, are developed 
as a part of a well-organized design and development effort. I’ve personally worked 

SCENARIO & SOLUTION
How does an operating system manage applications? Operating systems manage applications by allocating 

each application a memory range it can use. The 
operating system manages memory access to ensure 
that one application doesn’t try to use memory that’s 
being used by another application. The operating 
system also controls access to the CPU.

You’ve just purchased a new computer that uses 
a dual-core Intel CPU. The computer came pre-
bundled with Windows XP Home. Can you use 
Linux on this system?

Yes. Because the operating system and computer 
hardware are modular, you can remove Windows and 
install Linux. Likewise, you could also repartition 
the hard disk drive and install Linux on it, creating a 
dual-boot system.

You are a computer programmer. You need to access 
the hard disk drive to write data to a file. What is the 
most efficient way to do this?

You can link to an operating system library in your 
programming code and call functions from it that will 
allow you to easily create a file, write data to it, and 
close the file when you’re done.



6 Chapter 1: Introducing Linux

for many years in the software development industry and I’ve seen how it works first 
hand. Here’s what happens in most companies:

 1. The software company identifies a customer need.

 2. A design team is put together, usually composed of programmers, project 
managers, and marketers.

 3. The design team hashes out a Product Requirements Document (PRD) that 
specifies exactly what the product will do.

 4. The tasks identified in the PRD are assigned to teams of programmers who 
write their assigned part of the code.

 5. When complete, the code is checked in and the product is tested through a 
series of testing cycles.

 6. When the product has its bugs worked out (or at least most of them), the 
finished product is shipped to the customer.

 7. The customer uses the product for a period of time and usually identifies bugs 
that were missed in the initial testing. In addition, they usually identify new 
features and functionality that they would like to see added.

 8. The software company receives feedback from the customers and the cycle 
begins all over again.

This is how most commercial software products are developed. Linux, on the 
other hand, didn’t conform to this cycle when it was originally developed. Instead, 
one person, a graduate student at the University of Helsinki in Finland, initially 
developed the Linux kernel. This was Linus Torvalds.

In the early 1990s, Torvalds became interested in a freeware product called Minix.
Developed by Andrew S. Tanenbaum, Minix was a clone of the commercial UNIX 
operating system. Tanenbaum was a university professor who taught computer 
programming in the Netherlands. At the time, there were three main operating 
systems that were generally available:

■ DOS

■ Mac OS

■ UNIX

Windows was also on the horizon at the time. However, it was simply a shell 
that ran on top of DOS. It really wasn’t a true operating system yet. Each of these 
operating systems was commercially developed. As such, patents and copyrights 
carefully protected the source code for each product.
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At one point the source code to the UNIX operating system had actually been 
made available to universities for teaching purposes. However, this practice had been 
stopped. This left Tanenbaum without an effective tool to teach his students about 
the inner workings of an operating system.

Undaunted, Tanenbaum set out to make his own operating system to use in 
class. He developed a small clone of the UNIX kernel called Minix. His goal was 
to provide students with a real operating system and its accompanying source code. 
Tanenbaum even included the source code to Minix in his textbook, Operating
Systems: Design and Implementation (Prentice Hall, 2006).

Inspired by Tanenbaum and Minix, Torvalds developed his own UNIX clone 
in 1991, which he dubbed Linux. Now, this first version of Linux was extremely 
minimal in nature. It wasn’t a full-blown operating system complete with 
applications and utilities. Instead, Linux version 0.02, released on October 5, 1991, 
consisted of only the Linux kernel and three utilities:

■ bash A command-line interface

■ update A utility for flushing file system buffers

■ gcc A C++ compiler

In an unprecedented move, Torvalds posted the source code for his Linux 
operating system on the Internet and made it freely available to anyone who wanted 
to download it. The corporate software development model had been completely 
broken.

Torvalds took things one step further and invited other programmers to take 
the Linux source code and enhance it. Linux took on a life of its own and became 
a worldwide collaborative development project. No secrecy; no tightly guarded 
copyrights. Access to the Linux source code was open to anyone who wanted it.

This collaborative development project on Linux continued for several years. In 
1994, Linux version 1.0 was ready for release. The results since have been nothing 
short of amazing.

So why did Torvalds “give away” Linux to anyone who wanted it? Why didn’t 
he follow the standard corporate development model and make a mountain of 
money? To understand this, you need to be familiar with the GNU’s Not UNIX 
(GNU) movement. In the early 1980s a programmer named Richard Stallman at 
the Massachusetts Institute of Technology proposed an alternative to the standard 
corporate software development model. He objected to the proprietary nature of the 
process and the product.

In 1983, Stallman launched the GNU Project. GNU is centered around the 
idea that the source code for applications and operating systems should be freely 
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distributable to anyone who wants it. He felt that the source code for programs 
should be free from all restrictions that prevent copying, modification, and 
redistribution. Stallman hoped that allowing programmers around the world to 
modify an application’s source code would result in higher-quality software.

The GNU Project slowly took hold. Many useful applications, such as the GNU 
C Compiler (gcc) were developed under GNU. Torvalds was heavily influenced by 
the GNU Project and released the source code for his Linux operating system kernel 
to the world as a result.

Today, many powerful applications are available, via GNU, that run on Linux. 
This array of powerful applications has been a key factor that has helped take Linux 
from a programmer’s pet project to a robust tool suitable for wide deployment in the 
modern organization.

Linux itself is licensed under the GNU General Public License (GPL). The key 
thing to remember about the GPL is that it requires that the source code remain 
freely available to anyone who wants it. As a result, anyone can download the Linux 
kernel’s source code, modify it, recompile it, and run it.

This is a very unusual aspect of Linux. Most modern operating system vendors 
do not make their products’ source code freely available. To the contrary, most 
operating systems have a section in their End User License Agreement (EULA) that 
prevents the user from reverse-compiling the operating system.

There are applications available that can reverse-compile a binary program 
file. This process re-creates the program’s source in a text file. The source 
code generated isn’t an exact duplicate of the original source code, but an 
approximation that can be very close to the original source code.

Because Linux is distributed under the GPL, anyone can download the source 
code and create a custom version of Linux.

Let’s next discuss Linux distributions.

SCENARIO & SOLUTION
You’ve downloaded the source code for the Linux 
kernel. You made several modifications to make the 
kernel handle Web site hosting tasks better. You’ve 
recompiled the kernel and it runs great. Can you 
legally give a copy of your new kernel to a coworker?

Yes, you can. Under the GPL, anyone can modify 
the Linux kernel and create their own custom Linux 
distribution. As long as you abide by the particulars 
of the GPL, such as making your source code freely 
available, you can redistribute your version of Linux.
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Linux Distributions
The concept of a Linux distribution can be confusing to those new to Linux. Perhaps 
the best way to think of a distribution is to compare Linux to ice cream. Ice cream 
comes in a variety of flavors; however, the basic formula of the ice cream itself is the 
same. Most ice cream is made from:

■ Cream ■ Sugar

■ Milk ■ Eggs

Companies that sell ice cream take this basic ice cream recipe and customize it 
by adding additional ingredients, such as chocolate, vanilla, fruit, cookies, nuts, and 
candy. By doing this, they create their own flavors of ice cream.

Linux distributions work in much the same way. Because the source code for the 
Linux kernel is freely distributable, software vendors are free to download it. This 
kernel source code is similar to the basic recipe for ice cream. The kernel is the core 
of the operating system around which everything else runs.

Like ice cream companies, the software company can then modify and enhance 
the source code and create a customized kernel. They can also add tools, utilities, 
and applications to the operating system to enhance its usefulness, just as ice cream 
companies add additional ingredients to the basic ice cream recipe.

The result is a Linux distribution. You may already be aware that there are many 
different Linux distributions available. This is yet another unique characteristic of 
Linux that differentiates it from other operating systems.

Nearly every other operating system is developed and marketed by a single vendor. 
For example, the only vendor who develops and sells OS X is Apple, Inc. You can’t go 
to Novell for their version of the Mac OS nor can you go to Microsoft for their version 
of the Mac OS. Likewise, you can’t get a copy of Windows from Apple or Novell.

Imagine what the world would be like if other operating systems were developed in 
the same manner as Linux. Suppose you wanted to purchase a copy of the latest version 
of Windows. If Windows were licensed under the GPL, you would visit your local 
computer store and find that there were many different Windows distributions available 
from a variety of different software vendors, only one of which would be Microsoft.

Each distribution would be slightly different from the others, although they would 
still be based on the same kernel. One may be optimized as a high-power Web server. 
Another may be optimized for graphics, music, and video. You would be able to 
browse through the different distributions and find the one that is best for you.

This scenario is unlikely as far as Windows is concerned. However, with Linux 
that’s exactly what is available to you. Many different software developers have 
taken the basic Linux kernel and modified it to suit some particular purpose. They 
may have also bundled many powerful applications with it. Some distributions 
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may be customized to provide file and print services in a network. Others may be 
customized to provide excellent productivity applications on end users’ desktops. 
Either way, the result is a customized Linux distribution.

Today there are hundreds of different distributions available. Some of the more 
popular Linux distributions include

■ SUSE Linux ■ TurboLinux

■ Fedora Linux ■ Mandrake Linux

■ Red Hat Enterprise Linux ■ Lycoris Linux

■ Debian Linux ■ Linspire

■ ALT Linux ■ CentOS

■ Gentoo Linux ■ Ubuntu

■ Slackware Linux

A great table providing an overview and comparison of most Linux 
distributions is available at http://en.wikipedia.org/wiki/Comparison_of_Linux_
distributions.

So which distribution is best? That is a dangerous question. Normally pacifist 
network administrators and programmers can come to blows once they start debating 
which distribution is the best. That’s because the distribution that works the best 
for you may not meet the needs of someone else. The key here is to try out several 
distributions and pick the one you like.

Personally, I have grown to love SUSE Linux from Novell. You can download 
a copy of this distribution from http://www.opensuse.org. It has become my Linux 
distribution of choice. Likewise, I really like Red Hat Enterprise Linux and Fedora 
from Red Hat. You can download a copy of Fedora from http://fedora.redhat.com.
Because of this, most of the screenshots you will see in this book will be from 
OpenSUSE. Anywhere that there’s a significant difference between OpenSUSE 
and other distributions, I’ll make a note of it in the text.

Let’s now discuss the varied roles a Linux system can fill in your computer 
network.

Common Linux Roles
Because Linux is distributed under the GPL, software vendors have been able to 
tweak and customize the operating system to operate in a variety of roles. While 
the number of these roles is virtually limitless, for your Linux+ exam you need to be 
familiar with the following roles:
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■ Linux on the desktop

■ Linux as a server

■ Linux as a firewall

Let’s begin by discussing Linux on the desktop.

Linux on the Desktop
Linux can be optimized to function extremely well on the desktop. However, Linux 
has been somewhat slow to make inroads into this market. There are two important 
reasons for this.

First, there has been a historical lack of desktop productivity applications 
available for Linux. Users need word processing, spreadsheet, and presentation 
software on their desktops to do their day-to-day work. In the past, these types of 
applications haven’t been readily available. This situation has been getting better 
recently. The introduction of the OpenOffice.org productivity suite has really helped 
make Linux a viable option for the desktop.

The second issue is that the average user tends to find Linux somewhat intimidating. 
For you and I, this isn’t a problem. We’re comfortable with Linux. We know how to use 
it effectively. Unfortunately, the average user in most organizations first learned how to 
run a computer using some version of Windows. They are comfortable with Windows 
and they don’t want to learn a new operating system.

The key to making Linux viable on the desktop is to first provide users with 
the applications they need to get their work done. The second is to make the user 

INSIDE THE EXAM

Distributions on the Linux+ Exam

One of the wise decisions made by the 
industry experts who developed the Linux+ 
certification was to make it vendor-neutral. 
You will not be tested on one particular distri-
bution. The tasks you will be tested on should 
be generic in nature. Therefore, you can use 
the distribution of your choice when studying 
for your exam.

However, I strongly recommend that you 
opt for one of the more widely implemented 
distributions. The test writers at CompTIA 
appear to have used distributions such as 
OpenSUSE, Fedora/Red Hat Linux, and 
Debian when they created the Linux+ exam. 
You should probably elect to use one of these 
distributions as well when you study.

INSIDE THE EXAM
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interface easy and intuitive such that a migration from Windows to Linux is as 
painless for the end user as possible.

Several vendors have been working on Linux distributions that do just this. They 
optimize Linux to run productivity applications as efficiently and as fast as possible. 
They also bundle application suites, such as OpenOffice.org, with the operating 
system and have them installed by default. Additionally, they rework their Linux 
window managers to provide the end user with an easy-to-use graphical interface.

Two of the more popular desktop Linux distributions include the following:

■ SUSE Linux Enterprise Desktop

■ Red Hat Desktop

One of the key advantages of using Linux on the desktop is the fact that Linux 
systems are immune to most of the viruses circulating today. If you’ve ever been 
responsible for managing a computer network, you know what a daunting task virus 
protection can be. Using Windows-based e-mail clients and browsers exposes your 
network to a wide variety of virus, worm, and spyware threats. You must spend large 
amounts of money and time deploying anti-virus software to keep your network 
systems from becoming infected.

However, most viruses, worms, and spyware apps won’t run on Linux. By 
deploying Linux on the desktop, you can conserve valuable time and money by 
eliminating the need for anti-virus software.

In addition to a desktop operating system, Linux can also be deployed as a server 
operating system.

Linux as a Server
Linux works great as a server. In fact, Linux is experiencing widespread acceptance 
in the server room, much more so than on the desktop. That’s because Linux can 
assume a variety of server roles, including the following:

■ File Server Using the Network File System (NFS) or Samba service, Linux 
can be configured to provide network storage of users’ files.

■ Print Server Using the Common UNIX Printing System (CUPS) and 
Samba services together, Linux can be configured to provide shared printing 
for network users.

■ Database Server Linux works great as a database server. There are a variety of 
database services available for Linux servers, including MySQL and PostgreSQL.
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■ Web Server Linux is also widely deployed as a Web server. The most 
popular Web service currently used on Linux is the Apache Web server.

■ E-Mail Server There are a variety of different e-mail services available for 
Linux that can turn your system into an enterprise-class e-mail server.

The widespread popularity of Linux as a server is due to a number of reasons. First 
of all, Linux is extremely stable. Simply put, a Linux server rarely crashes. It just 
keeps running and running. Other server operating systems have had a notorious 
reputation for crashing on a regular basis.

Second, Linux servers are very fast. Many benchmark tests have been run pitting 
Linux servers against other server operating systems. Each time, Linux servers have 
performed as well, if not much better, than other comparable operating systems.

Third, Linux servers are much less expensive. Most other server operating systems 
charge expensive per-seat licensing fees, making them very expensive to deploy in 
large networks. Depending upon the distribution you choose, a Linux server may 
cost little or even nothing at all.

The cool thing about Linux servers is that you don’t necessarily have to use a 
special version of Linux. Almost any distribution can be configured to provide 
network services (and perform that service extremely well). In fact, the server in my 
office runs on SUSE Linux 10.0, which is not specifically designed to be a network 
server. However, because of the robust nature of Linux, it works great.

If you are going to deploy Linux as a server in a larger organization, then you may 
want to consider using a distribution specifically optimized to function in the server 
role. Red Hat offers the Red Hat Enterprise Server AS and ES distributions that have 
a proven track record as enterprise-class servers. Likewise, Novell offers the SUSE 
Linux Enterprise Server (SLES) distribution that is also optimized for the server role.

Finally, Linux can also be used as a firewall. Let’s discuss this next.

Linux as a Firewall
In today’s networked world, you must be constantly vigilant against threats coming 
into your network from the outside. Most organizations implement network firewalls 
to protect their internal computer network from threats on the external public 
network (such as the Internet).

So what exactly is a firewall? A firewall is a special computer system that sits 
between your network and another network. It usually has two or more network 
interfaces installed. One network interface is connected to the internal network and 
the second interface is connected to the public network. This is shown in Figure 1-1.
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The job of a firewall is to analyze all of the network traffic that flows between 
the internal networks and the external network, including inbound and outbound 
traffic. The firewall is configured with rules that define what kind of traffic is allowed 
through and what kind isn’t. Any network traffic that violates the ruls is not allowed 
through, as shown in Figure 1-2.

Linux can be customized and configured to operate as a firewall in your network. 
Using netfilters and iptables, you can create rules that filter network traffic at the 
packet level. Using Squid, you can create an application-level gateway on a Linux 
system as well.

Now that you understand the various roles that a Linux system can fill on your 
network, we need to shift gears and actually start working with the Linux user 
interface. Let’s do that next.

Public NetworkInternal Network

 FIGURE 1-1 

Using Linux as 
a firewall

Firewall
Rules

Allowed Traffic
Allowed Tr

affi
c

Disallowed Traffic

 FIGURE 1-2 

Firewalls block or 
allow traffic based 
on rules.
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CERTIFICATION OBJECTIVE 1.02

Use the Linux User Interface
For an operating system to be useful, it must provide some means for the user to 
communicate with it. Users need a way to tell the operating system what it should 
do, such as running a program, copying a file, or shutting down. These tasks are done 
using a user interface. Linux provides two types of user interfaces:

■ Command-Line Interface (CLI) With the command-line interface, the 
user communicates with the Linux operating system by typing commands at a 
command prompt, as shown in Figure 1-3.

■ Graphical User Interface (GUI) In addition to a command-line interface, 
Linux also offers users an easy-to-use graphical user interface. While most 
network administrators are at ease with the Linux CLI, most end users aren’t. 
They are much more comfortable with a GUI. Because of the dominance 
of Windows in the home computer market, most end users have never even 
used a command-line type of interface. To make life easier, the XFree86 
project developed a free windows system that provides a GUI on the Linux 
operating system. Using X Windows along with a window manager and a 
desktop environment (such as GNOME or KDE), users can interact with 
the Linux kernel using a mouse instead of the keyboard. The KDE graphical 
interface is shown in Figure 1-4.

SCENARIO & SOLUTION
You need to implement Linux as a file server in your 
network. What software should be installed to make 
it fill this role?

You have two choices. You can install and use NFS 
to provide Network File System access. NFS works 
great for Linux or UNIX client systems. However, it 
doesn’t work as well for Windows clients. Samba is a 
better choice for these systems.

You want to start using Linux on your users’ desktops. 
What issues should you consider before doing so?

First of all, Linux can be intimidating to the average 
end user. You may want to consider implementing an 
extensive training program. Second, you should make 
sure you install software packages that will allow 
them to complete their day-to-day tasks.
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Next, let’s spend some time getting acquainted with both of these user interfaces 
beginning with the command line.

Using the Linux Command-Line Interface
While graphical user interfaces are generally easier to use, many, if not most, of the 
tasks you must perform to administer and support a Linux system must be done from the 
command line. Basically, end users use the GUI; administrators use the command line.

Therefore, we will spend a great deal of time working with the Linux command-
line interface in this book. In this chapter, we will give you a brief introduction to 

 FIGURE 1-3  The Linux command-line interface

 FIGURE 1-4  The Linux graphical user interface



Use the Linux User Interface 17

the command line. In later chapters, we will 
investigate the Linux CLI in more depth. In this 
chapter, we will discuss the following topics:

■ Linux shells

■ Running commands at the shell prompt

■ Commonly used CLI commands and 
utilities

Let’s begin by discussing Linux shells.

Linux Shells
To fully understand how the command-line interface works under Linux, you need to 
understand the concept of a shell. A shell is a command interpreter that allows you 
to type commands from the keyboard to interact with the operating system kernel.

Back in the days before Windows, most computer users had no choice but to be 
familiar with command-line shells. In the various versions of DOS that were in use 
back then, the only way you could communicate with the operating system was to 
enter commands through a command-line shell called COMMAND.COM.

Linux also uses command-line shells. However, unlike DOS, you have a choice of 
which shell you want to use. As with many other aspects of Linux, you can try out 
several of different command-line shells and choose the one that you like the best. 
Some of the more popular shells include the following:

■ sh (Bourne Shell) The sh shell was the earliest shell, being developed for 
UNIX back in the late 1970s. While not widely used on Linux systems, it is 
still very widely used on UNIX systems.

■ bash (Bourne-Again Shell) The bash shell is an improved version of the 
sh shell and is one of the most popular shells today. It’s the default shell used 
by most Linux distributions. If you’re using the command line on a Linux 
system, more than likely you’re using the bash shell.

■ csh (C Shell) The csh shell was originally developed for BSD UNIX. It uses 
a syntax that is very similar to C programming.

■ tsch The tsch shell is an improved version of the C Shell. It is the default 
shell used on FreeBSD systems.

■ zsh (Z Shell) The Z Shell is an improved version of the bash shell.

As a Linux administrator, 
you will be expected to be very familiar 
with the Linux command-line interface. 
Therefore, the Linux+ exam requires you 
to know how to complete Linux tasks 
using this type of interface.
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When you first boot your Linux system and log in, your default shell is loaded. 
You can identify which shell you’re using by entering env at the current shell 
prompt. The env command lists all the environment variables for the currently 
logged-in user. One of the variables is the shell in use, as shown next.

In the figure above, the bash shell is the default shell for the rtracy user account, 
as indicated by the SHELL variable.

However, you’re not stuck with the default shell. If you want to switch to a 
different shell, simply enter the shell command at the prompt. For example, if you 
are currently using the bash shell and want to use zsh instead, simply enter zsh at the 
prompt. This is shown in the following illustration.

To stop using the new shell and revert back to the original shell, simply enter 
exit, as shown next.

Back in the “old days” of DOS, you could only run one command-interpreter 
session at a time. Even though all CPUs since the 80286 were capable of running in 
Protected mode, MS-DOS ran the CPU in Real mode. This was done to preserve 
backward-compatibility with the old 8086 and 8088 CPUs.
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In Protected mode, the CPU can run multiple virtual 8086 emulation sessions at 
the same time. In Real mode, the CPU emulates a fast 8086, which only allows one 
session to run at a time.

Unlike DOS, Linux is fully capable of running an x86 CPU in Real mode, which 
allows it to run multiple command-line sessions at once. Each session can run its 
own programs, all simultaneously. This can be very useful if you have one program 
running and then need access to the command prompt. Simply press �����X (where 
X is a number from 2 to 6) to open a new session. For example, to switch to the third 
alternate console screen, press ������. You can then return to your original session by 
pressing ������.

As with Windows, you can also run terminal sessions within the Linux GUI. This 
is done by running a terminal program such as Konsole. To run multiple command-
line sessions, simply open two or more terminal windows. Each session can run 
programs independently of the other sessions. This is shown in Figure 1-5.

This can also be accomplished in a second way. While you’re within the Linux 
GUI, press ����������X (where X is a number from 2 to 6). This will switch you to a 
text-based shell prompt. To switch back to your GUI environment, press �����	.

 FIGURE 1-5  Running multiple command-line sessions within the Linux GUI
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EXERCISE 1-1

 Working with Linux Shells
In this exercise, you learn how to access the shell prompt, change shells, and access 
alternate console screens. Complete the following:

 1. Boot your Linux system to a shell prompt (run-level 3). If your system booted 
into a graphical system, log in and then press �����������.

 2. At your login prompt, authenticate to the system.

 3. View your default shell by entering echo $SHELL at the prompt. Your 
default shell is displayed. On most systems, this will be /bin/bash.

 4. Open an alternate console window by pressing ������. A new login prompt is 
displayed.

 5. Authenticate again to the system.

 6. Return to the first console screen by selecting ������.
 7. Load the zsh shell by entering zsh at the prompt.

8. Return to your default shell by entering exit at the prompt.

Now that you know how to access your shell, let’s talk about how you use it to run 
programs.

Running Commands at the Shell Prompt
Running a program or command from the shell prompt is relatively easy. It is done 
in the same manner as in DOS or within a command window in Windows. You just 
type the command or program file name at the shell prompt and press 	
�	�. For 
example, in the illustration shown next the ls command has been issued. The ls 
command is equivalent to the DIR command under DOS. It prints a listing of files 
and directories within the current directory on screen.
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There is one issue here you need to be aware of. That is the fact that Linux 
handles the path to the executable you want to run in a different manner than 
Windows or DOS.

This is the one issue that I see new Linux administrators struggle with the 
most. Be sure you know how Linux handles the PATH variable. The PATH 
variable is an environment variable that contains a list of directories.

Within DOS or a Windows command window, the command interpreter first 
looks for the file name you specify at the prompt in the current directory. If the file 
isn’t located in the current directory, the command interpreter reads the PATH 
environment variable. It searches each directory listed in the PATH variable, 
looking for the file name that was entered at the command prompt. If the file is 
found, it will then run the executable. If not, an error message is displayed on the 
screen for the user.

Linux also employs a PATH environment variable. However, Linux does not
check the current directory the way DOS does when executing a file. This can 
be a real stumbling block to new Linux administrators and users. Because of prior 
experience with other operating systems, they expect to be able to switch to the 
directory where an executable resides and run it from the command line.

Under Linux, this doesn’t work. Instead, Linux only searches for the file being run 
within the directories in the current user’s PATH variable. A typical Linux PATH 
environment variable is shown in the next illustration.
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Even if the executable in question resides 
in the current directory, Linux won’t be able 
to find it if the current directory is not in the 
PATH variable. Instead, the shell will return an 
error. For example, in the next illustration, an 
executable file named runme.pl is located in the 
home directory of the rtracy user. This has been 
verified using the ls command.

However, when runme.pl is entered at the shell prompt, the shell can’t find the 
file because rtracy’s home directory (/home/rtracy) is not listed within the PATH 
environment variable.

There are two ways to deal with this. First, you can enter the full path to the 
executable file. For the example shown above, you could enter /home/rtracy/
runme.pl at the shell prompt to execute the file.

Second, you can switch to the directory where the executable file resides. Then 
add ./ to the beginning of the command. In the above example, you would first 
verify that the current directory is /home/rtracy; then you could enter ./runme.pl at 
the shell prompt. The ./ characters denote the current directory. By adding them to 
the beginning of a command, you tell the shell to look for the specified file in the 
command in the current directory.

There’s one other issue that you need to be aware of when working with Linux 
shells. Linux file names and directory names are case-sensitive! That means Linux 
commands are also case-sensitive. If the executable file you are going to run is 
runme.pl, then you must enter runme.pl at the shell prompt. Runme.pl, RUNME.PL, 
or Runme.PL won’t work. The shell interprets each of those as different files.

This applies to directory names as well. If you’re calling /home/rtracy/runme.pl, 
then you must enter the command using the exact case. /Home/Rtracy/Runme.pl 
will point the command interpreter to a completely different place in the file system.

Now that you know how to enter commands at the shell, let’s review some 
commonly used Linux commands and utilities.

You can view the current 
user’s PATH variable by entering env at 
the command prompt.
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Commonly Used CLI Commands 
and Utilities
As you gain experience with Linux you’ll 
discover that it includes some very powerful 
commands and utilities that you will use over 
and over. These include the following:

■ halt This command shuts down the 
operating system, but can only be run by 
the root user.

■ reboot This command shuts down and 
restarts the operating system. It also can 
only be run by root.

■ init 0 This command also shuts down the operating system, and can only 
be run by your root user.

■ init 6 This command also shuts down and restarts the operating system. It 
also can only be run by root.

■ man This command opens the manual page for the command or utility 
specified. The man utility is a very useful tool. If you are unsure how to use 
any command, use man to access its manual page. For example, you could 
enter man ls at the shell prompt to learn how to use the ls utility. This is 
shown in Figure 1-6.

■ info The info utility also displays a 
help page for the indicated command or 
utility. The information displayed tends 
to be more in-depth than that displayed 
in the man page for the same command. 
For example, the info utility has been 
used to display information about ls in 
Figure 1-7.

■ su This command switches the current user to a new user account. For 
example, if you’re logged in as rtracy and need to change to user account 
dcoughanour, you can enter su dcoughanour at the shell prompt. This 
command is most frequently used to switch to the superuser root account. 
In fact, if you don’t supply a username, this utility assumes that you want to 
change to the root account. If you enter su -, then you will switch to the root 
user account and have all of root’s environment variables applied.

The list presented here 
is only intended to acquaint you with 
common Linux commands and utilities. 
You will need to be very familiar with 
these and many other commands for your 
Linux+ exam. Additional commands and 
utilities will be covered in later chapters 
in this book.

Running man is relatively 
easy. However, many new Linux users 
have trouble fi guring out how to get out 
of man. You can exit any man page by 
pressing q.
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■ env This command displays the 
environment variables for the currently 
logged-in user.

■ echo This command is used to echo a 
line of text on the screen. It’s frequently 
used to display environment variables. 
For example, if you wanted to see the 
current value of the PATH variable, you 
could enter echo $PATH.

 FIGURE 1-6  Using the man utility to learn how to use ls

The su command is many 
times mistakenly thought to stand for 
“super user.” It doesn’t. It stands for 
“switch user.”
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■ top This command is a very useful 
command that displays a list of all 
applications and processes currently 
running on the system. You can sort them 
by CPU usage, memory usage, process ID 
number, and which user owns them. A 
sample top screen is shown in Figure 1-8.

The $ character tells 
echo that the text that comes after it is 
a variable, not a literal string, and that 
it should use the current value of that 
variable. If you were to leave off the $, 
the echo command would simply display 
PATH on the screen.

 FIGURE 1-7  Using the info utility to learn about ls
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■ which This command is used to display the full path to a shell command or 
utility. For example, if you wanted to know the full path to the ls command, 
you would enter which ls. The full path to ls is displayed on screen, as shown 
in the next illustration.

■ whoami This command displays the username of the currently logged-in user.

■ netstat This command displays the status of the network, including current 
connections, routing tables, etc.

 FIGURE 1-8  Using top to view active processes



Use the Linux User Interface 27

■ route This command is used to view or manipulate the system’s routing table.

■ ifconfig This command is used to manage network boards installed in the 
system. It can be used to display or modify your network board configuration 
parameters. This command can only be run by the root user. Sample output 
from ifconfig is shown in Figure 1-9.

Let’s practice using common Linux commands in the following exercise.

EXERCISE 1-2

Using Linux Commands
In this exercise, you learn how to use common Linux commands from the shell 
prompt. Complete the following:

 1. Boot your Linux system to a shell prompt (run-level 3). If your system booted 
into a graphical system, log in and then press �����������.

 2. At your login prompt, authenticate to the system.

 3. At the shell prompt, determine your current directory by entering pwd. What 
is the current directory?

 4. Determine the current user by entering whoami. Who is the current user?

 5. Create a directory listing of the files in the current directory by entering ls.

 FIGURE 1-9  Viewing network board parameters with ifconfig
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 6. Get more information about the ls utility by entering man ls at the shell prompt.

 7. Use the ���� key to scroll through the man page. Which option can you use 
with ls to use a long listing format?

 8. Press q.

9. Create a long listing with the ls command by entering ls –l at the shell prompt.

With this information in mind, we’ll now learn how to use the graphical user 
interface on Linux.

Using the Linux Graphical User Interface
In addition to the shell prompt, most Linux systems also offer a graphical user 
interface (GUI). In this part of this chapter, we will discuss the following topics:

■ How the Linux GUI works

■ Using the Linux GUI

Let’s begin by discussing how the Linux GUI works.

How the Linux GUI Works
As we mentioned earlier, the GUI on a Linux system is created using the X Window 
System software.

Many times you will hear the X Window System referred to as “X Windows,” 
“X11,” or just “X.”

The X Window System provides the base system for the graphical interface on 
Linux. It allows programmers to run applications in windows. It also allows users to 
move windows around on the screen as well as click on items with the mouse.

However, the X Window System alone isn’t enough. You have to have three 
additional components to create a fully functional Linux GUI system:

■ Window Managers The role of the window manager is to control the 
appearance of the windows on the screen. It also determines how they are 
arranged on the screen. Commonly used window managers include the following:

■ Enlightenment ■ Window Maker ■ Sawfish

■ fvwm ■ IceWM ■ Xfwm

■ twm 
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■ GUI Toolkits GUI toolkits are libraries used by programmers to create 
X Window applications. On Linux, the GTK+, Motif, and Qt toolkits are 
commonly used.

■ Desktop Environments The desktop 
environment is used to actually present 
the GUI desktop to the end user. It 
allows you to place icons on the desktop, 
customize the appearance of your 
windows, add wallpaper to the desktop 
background, and so on. Two very popular 
Linux desktop environments include 
the K Desktop Environment (KDE) 
and GNOME.

Using the Linux GUI
When you put these three components together, you create a graphical user 
interface on your Linux system that works in a very similar manner as Microsoft 
Windows. You will find many of the desktop components you may be familiar 
with on Windows in the Linux GUI. For example, within the KDE desktop 
environment, there are Trash, My Computer, and Network Browsing icons, as 
shown in Figure 1-10.

These three desktop elements correspond to the Recycle Bin, My Computer, and 
My Network Places elements in Microsoft Windows. To use these elements, simply 
click on them.

Not all desktop environments appear as shown in these figures. Some will 
include the Trash, My Computer, and Network Browsing icons; others won’t. In 
addition, some desktop environments require you to double-click these icons; 
others, such as KDE, only require a single click.
 We don’t have nearly the time or space required to investigate all desktop 
environments in this book. We’ll focus our discussion on KDE and GNOME.

For example, clicking My Computer will display information about your system 
and show the contents of the file system on your computer, as shown in Figure 1-11.

You will need to 
understand the Linux GUI in much 
greater depth for the Linux+ exam than 
we will cover in this chapter. Our purpose 
here is to acquaint you with the interface 
itself. Later in this book, we will explore 
the Linux GUI in depth.
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 FIGURE 1-10  Trash, My Computer, and Network Browsing icons on the KDE desktop

 FIGURE 1-11  Viewing My Computer in KDE
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Whenever you delete a file from within the desktop environment, it is moved 
to the Trash. You can empty the Trash by right-clicking on it and selecting Empty 
Trash Bin. You can also restore deleted files by doing the following:

 1. Select Trash.

 2. Right-click the file or directory you want to restore.

 3. Select Restore in the pop-up menu shown in Figure 1-12.

You can browse other computers on the network by selecting Network Browsing. 
The screen in Figure 1-13 is displayed.

In addition, the desktop has shortcut icons that can be used to launch 
applications. In Figure 1-14, you can visit the SUSE Web site, launch the Firefox 
Web browser, or run OpenOffice.org by selecting the appropriate desktop shortcut.

The Linux GUI also includes a taskbar across the bottom of the desktop. This is 
shown in the next illustration.

The taskbar includes a menu button on the far left side of the screen. This is the 
equivalent of the Start button on a Windows system. It contains menu items that 
allow you to run applications by pointing and clicking with your mouse. This is 
shown in the next illustration.
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 FIGURE 1-13 

Viewing network 
services in KDE

 FIGURE 1-12 

Restoring deleted 
files in KDE
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On the right side of the menu button, the taskbar also includes shortcut icons 
used to launch commonly used applications. Next to these buttons is a panel where 
icons for active applications are displayed. In Figure 1-15, OpenOffice.org has been 
launched on the desktop. A corresponding icon appears in the taskbar.

On the far right side of the taskbar are system applets that allow you to control 
such things as the audio volume level and update downloads. The system clock is 
also displayed.

 FIGURE 1-14 

Desktop
shortcuts in KDE

 FIGURE 1-15 

Application
icons in the KDE 
taskbar
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CERTIFICATION SUMMARY
In this chapter, you were introduced to the Linux operating system. We first 
discussed what an operating system is. We also discussed the components that 
comprise the Linux operating system. We emphasized the fact that modern computer 
systems and operating systems are modular. You can install Linux on any compatible 
computer.

We then spent some time reviewing the historical development of Linux. We 
reviewed the typical corporate software development model and related how Linux 
was developed outside this norm. We talked about GNU and the GPL. We discussed 
the fact that Linux is developed under the GPL, allowing anyone free access to the 
source code.

We reviewed how Linux distributions are created and reviewed several of the 
more popular distributions. We also discussed the different roles that Linux can play 
in a typical organization, including servers, desktops, and firewalls.

We finished this chapter by reviewing the two user interfaces provided by most 
Linux distributions: the command-line interface and the graphical user interface.



Two-Minute Drill 35

TWO-MINUTE DRILL

Describe the Background and History of Linux

❑ Linux is an operating system.

❑ Operating systems provide four key functions:

❑ Application platform

❑ Hardware moderator

❑ Data storage

❑ Security

❑ Linux is composed of the following components:

❑ Kernel

❑ Libraries

❑ Utilities

❑ User interfaces

❑ Linus Torvalds first developed Linux in the early 1990s.

❑ Linux is licensed under the GPL.

❑ Anyone can download and modify the Linux kernel source code.

❑ Different software companies develop unique Linux flavors called distributions.

❑ Linux can function as a server, desktop system, or firewall in a computer 
network.

Use the Linux User Interface

❑ Linux offers a command-line and a graphical user interface.

❑ The Linux command-line interface is created by shells.

❑ The bash shell is the default shell for most distributions.

❑ Linux shells do not search the current directory when running a file from the 
command prompt.

❑ The Linux GUI is composed of the following components:

❑ X Window System

❑ Window manager

❑ GUI toolkit

❑ Desktop environment

✓
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To be Linux+ certified, you need to know how to perform a clean installation of a Linux 
distribution. If you’ve already had experience installing other operating systems, you may 
be tempted to jump right in and starting installing Linux without any forethought.  After

all, installing operating systems such as Microsoft Windows is a relatively straightforward process. 
All you have to do is step through a series of screens presented by the Installation Wizard, as 
shown in Figure 3-1.

Operating systems such as Windows are designed to be installed by novice users. 
Most of the decisions are made automatically for you. All you need to do is click Next.

Linux, on the other hand, isn’t as simple to install. Linux is extremely flexible. It 
can fill a wide variety of roles in your organization. Therefore, you have to make a 
number of decisions as the operating system is installed. In the previous chapter, you 
learned that most Linux distributions expect you to have a solid understanding of 
the internal components that comprise a PC system. The same is true with respect 

 FIGURE 3-1 

Installing
Microsoft 
Windows



to the installation process. Most Linux distributions expect you to have a solid 
understanding of the Linux system before you start installing.

Linux has actually become dramatically easier to install in the last ten years. The 
distributions available in the mid-1990s were quite challenging to install. Hardware 
support was limited; the installation wizard, if one existed at all, was very primitive. 
The first time I installed a Linux distribution in 1995, it required two full days to 
work through all the problems, issues, and quirks that I encountered.

Today, most Linux distributions use some type of graphical installation wizard, similar 
to that used by Windows, to facilitate the installation process. The Installation Wizard 
used by SUSE Linux, called YaST (Yet Another Setup Tool) is shown in Figure 3-2.

 FIGURE 3-2  The SUSE Linux Installation Wizard
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Even though most Linux distributions use some type of intuitive graphical 
installation wizard, you are still expected to have a solid understanding of Linux. To 
install Linux properly, you need to spend some time planning the installation before
you actually start the installation process.

In this chapter, we’re going to spend some time learning how to implement a new 
Linux system. The following topics will be covered:

■ Planning a Linux installation

■ Installing Linux

Let’s begin by discussing how to plan a new Linux installation.

INSIDE THE EXAM

Installing Linux

Because there is a right way and a wrong way 
to implement a new Linux system, you will 
be tested extensively on Linux installation 
topics on the Linux+ exam. Be aware that 
roughly 20 percent of the exam questions will 
be related to installation. Also be aware that 
the exam will test you heavily on deployment 
planning topics, not just on the installation 
process itself.

One of the problems encountered by the 
Linux+ certification committee and test 
authors is the wide variety of installation 
processes used by the various Linux 
distributions. There’s no way for the Linux+ 
exam to address them all. It’s not reasonable 
for the exam to expect you to be familiar with 
them all either. There are just too many 
distributions. Therefore, CompTIA has 
specified that you need to pick one of the 

following distributions and become familiar 
with how to install it:

■ SUSE Linux

■ Red Hat Fedora

■ Mandrake

■ TurboLinux

You don’t need to know all four of these 
distributions. Just pick one from the list 
above and then learn how to install it. We 
don’t have time and space in this book to 
cover all four distributions. Instead, we’re 
going to focus on installing one of the most 
widely used distributions: SUSE Linux (also 
called OpenSUSE). The principles you learn 
here by installing SUSE Linux can be applied 
to other distributions without much difficulty.

INSIDE THE EXAM
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CERTIFICATION OBJECTIVE 3.01

Plan a Linux Installation
If you’re reading this book, you’re probably a “techie.” You love computers and 
you’re not intimidated by new technologies. You love to investigate new innovations 
in hardware and software and experiment with them. The brightest spot in your 
week is when the delivery van arrives at your place of work with a load of new 
technology. You happily work overtime for days on end getting everything set up and 
running.

Being a techie can be a lot of fun. However, techies are notorious for sharing a 
common set of traits, including the following:

■ Techies never read the documentation for any piece of software or hardware. 
It’s much more fun to experiment and figure it out on our own.

■ Techies hate to plan out any hardware or software deployment. It takes the 
fun out of playing with all that cool new stuff.

■ Techies hate to document anything they do when working with technology. 
All of the information we need is in our heads anyway, right?

When working with Linux, you absolutely must overcome these tendencies and 
do things the right way. If you don’t you’ll be spending a lot of time fixing your 
mistakes later.

If you’re working on a test system at home or in a lab environment, you can 
probably get away with implementing Linux the “techie way.”  There’s usually 
no real risk in making mistakes. In fact, it can be a great learning experience. 
I highly recommend it when time permits.
 However, when working with a system that will be used in your organization’s 
production environment, the techie approach is completely unacceptable. 
Mistakes on your part can lead to system outages.  Any kind of outage costs 
your organization time and money. Mistakes of this nature will probably cost 
your job.

Instead of installing a Linux system in a haphazard, unstructured manner, you 
should develop a deployment plan before you start the installation process. Doing so 
will help you prevent a litany of costly errors (and probably save your job).
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Being a confessed techie myself, I know how painful this process can be. When 
tasked with deploying new Linux systems, your first impulse is to get on the phone 
with your hardware vendor and starting ordering. Resist this urge! If you will instead 
follow the process laid out in this chapter and actually plan the implementation 
before you start ordering hardware and software, you will make life a lot easier for 
yourself and for those who will follow in your job after you.

Let me give you an example of what I’m talking about. Years ago, I worked for a 
major networking software vendor. One of the functional groups in my department 
wanted to implement a new software package that would make their jobs easier. 
When reviewing the system requirements, they found that the software required a 
Windows NT 4 server. Rather than develop a plan for the new server deployment, 
this group bypassed the planning process. They ordered a new server and set up the 
software themselves without telling anyone.

All of the critical data from that group as well as the group I worked in was 
saved on this Windows NT 4 server. This information represented hundreds of 
thousands of hours of work and was worth millions of dollars. No one on my team 
gave it a second thought until several years later when we discovered that our 
company’s Information Systems team had no idea that server even existed on 
the network. No one had ever run a single backup of the data on that server. No 
one had implemented an uninterruptible power supply (UPS) on the system. No 
one was responsible for patching the operating system. Millions of dollars’ worth 
of information was completely unprotected. One simple power spike coming in 
through the power lines could have completely destroyed everything we’d been 
working on for years with no way to recover it. In addition, only one person had 
the Administrator password. If he had quit or been laid off, we would have lost 
administrative access to the system as well.

Where was the point of failure in this story?  No implementation plan was 
developed for this new server. Had someone planned the deployment, they would 
have noted these issues before the server was installed and planned for them 
accordingly.

In this part of this chapter, we’ll discuss how to go about planning a Linux 
installation. The following topics will be addressed:

■ Conducting a needs assessment

■ Selecting a distribution

■ Verifying system requirements and hardware compatibility

■ Planning the file system
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■ Selecting system software packages

■ Specifying user accounts

■ Gathering network information

■ Selecting an installation source

The first step in any Linux deployment plan is to conduct a needs assessment. 
Let’s discuss this topic first.

Conducting a Needs Assessment
Conducting a needs assessment is one of the most important aspects of creating a 
Linux deployment plan. It’s also the most frequently skipped step. Even when it is 
done, it’s usually done poorly.

What exactly is a needs assessment? It’s the process of determining why the 
Linux deployment is being undertaken and what outcomes are expected when it 
is complete. Completing a needs assessment will require you to step out of your 
technician role and step into the role of a project manager. In this role, you will need 
to meet with a variety of different individuals and gather data about the deployment. 
Your findings should be recorded in a word processing document that can be easily 
distributed and reviewed by others. When you’re done, the needs assessment portion 
of your deployment plan should contain the following information (at a minimum):

■ What are the goals of the project? You should find out why the implementation 
is being requested. What problem will this installation fix? What will be the 
final result of the implementation? What organizational objectives will be 
met by the implementation? When you list the goals of the project, be sure to 
use language that is clear and measurable.

When determining goals, be sure to talk to everyone involved. If you don’t you 
won’t be getting a clear picture of what is expected and will probably fail to 
meet a particular goal. Let me give you an example. About a year ago, I was 
contracted by a financial organization to install a new Linux server in their 
main office. I spent a considerable amount of time interviewing one of the 
owners when I conducted the needs assessment. I felt that I had a pretty solid 
understanding of what they wanted.
 To make a long story short, I installed and configured the Linux server in the 
office and was feeling very good about the smoothness of the deployment. As 
I was packing up to leave, the owner walked into the server room and handed 
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me a CD containing a popular network-based financial accounting software 
package. He indicated that his administrative staff needed to use this software 
to complete their day-to-day jobs. I cringed when I looked at the system 
requirements and discovered that it required a Windows server.
 Where did I go wrong? I didn’t talk to other employees in the office. Talking 
to just one person wasn’t enough. The owner didn’t know this particular 
software package was needed when I initially interviewed him during the needs 
assessment. If he had, I could have accounted for this software in our plan.

■ Who are the stakeholders in this project? As a part of your needs assessment, you 
should identify all individuals who will be impacted by the project in any 
way. You should ask the following questions:

■ Who requested the new system?

■ Who will use the system after it’s installed?

■ Who has the authority to approve funds for the project?

■ Who has authority to allocate your time to the project?

■ Who must give final approval to this project before it can begin?

■ Who will maintain and support the system after it is implemented?

■  Is the new system a fit with our current technology environment and 
strategy direction?

 These are absolutely critical questions that must be answered before you 
begin any project. You’ll be surprised at how many employees in the company 
you work for will try to circumvent established policies and try to get you to 
do something for them without the proper approval.

 Don’t make the mistake of assuming that a new system has been approved 
and funded simply because someone asked for it. (Trust me, it happens all 
the time.) If you identify all the stakeholders in the project, you can be sure 
that the project has been approved and that the necessary funds have been 
allocated before you place your first order.

■ When is the system needed? A key question you should ask is when the project 
should be completed. Before you can create a schedule for your project, you 
need to know when it is your stakeholders expect it to be complete.

Here is a possible scenario question and its answer.
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By gathering this data in your needs assessment, you can define one of the most 
critical components in your installation plan: the project scope. The project scope 
defines exactly what to do, when to do it, and who will do it. If you’ve ever managed a 
project before, you know that every project is a three-way tug-of-war between:

■ Schedule

■ Resources

■ Scale

This delicate balancing act is shown in Figure 3-3.
To successfully manage any project, you must keep these three elements in 

balance. If the schedule is excessively short, then you will need to either increase 
the number of resources assigned to the project or you will need to decrease the 

SCENARIO & SOLUTION
You’re responsible for managing the Linux systems in 
your organization’s computer network. The lead tech 
writer in your organization stopped by your office and 
asked you to install a database server for her team. 
Who else should you talk to before ordering hardware 
and software?

You should probably talk to the lead tech writer’s 
team members and determine exactly what they 
need the system to do. You should also meet with the 
lead tech writer’s supervisor and make sure funds are 
available to purchase the necessary equipment. You 
should meet with your supervisor as well to make sure 
she will allocate you the time necessary to complete 
the project. Finally, you should meet with your 
Information Systems group and make sure the new 
system will use approved software.

Scale

Project
Scope

Schedule Resources

 FIGURE 3-3 

Balancing
schedule, 
resources, and 
scale in the 
project scope
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scale of the project. For example, suppose your installation project involves rolling 
out Linux across the desktops of 300 users and you are the only resource assigned 
to the project. As long as the schedule allows enough time, you can complete this 
task. However, if the schedule specifies that the project be done in a week, you will 
probably need to add more resources to the project or you will need to decrease the 
number of desktops included in the project.

I call this relationship the “Three-Legged Stool of Project Management.” 
If all of the legs on a three-legged stool aren’t the same length, the stool 
will be unbalanced.  The same holds true with project management. If your 
schedule, scale, and resources aren’t in balance, the project will probably fail 
in some way.
 I’ve been responsible for managing projects for most of my career and this 
analogy has come in very handy on many occasions. The issue here is that 
your project sponsor will probably want you to do way more than is feasible 
in a unrealistic amount of time with too few resources.
 Early in my career, I wanted to impress my managers and I frequently agreed 
to take on projects using impossible parameters. This was not a wise thing to 
do. The relentless stress and long hours can take an awful toll on your health.
 I’ve learned that you must push back to get these three parameters in balance. 
I’ve found that using a simple diagram such as that shown in Figure 3-3 or using
the “Three-Legged Stool” analogy can be a very effective tool to communicate 
the need for balance to project sponsors.

Using project management software can be extremely helpful in helping you 
calculate exactly how long a project will take. Using project management software, 
you can assign specific tasks to specific resources and assign durations. In addition, 
you can define dependencies. Dependencies are used to specify which tasks must be 
completed before others can begin. A sample project with dependencies is shown in 
Figure 3-4.

The great thing about project management software is that it can calculate your 
schedule for you. By entering tasks and durations and then associating them with 
specific resources, you can easily see how long a project is going to take. You can also 
adjust various parameters (remember the three-legged stool) to see what the effect 
will be. For example, you can add an additional resource to the project and see the 
effect it has on your overall schedule. You can also see the effect of specifying nine-
hour days instead of eight-hour days.
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However, be sure to use common sense when manipulating your project. I’ve 
worked with many project managers who get very excited when they see that they 
can pull their project’s schedule in by a significant amount of time by manipulating 
various parameters. However, the adjustments they make aren’t realistic. For 
example, you can really shorten a project schedule by specifying 18-hour working 
days for all resources involved. However, most people can’t handle working that 
many hours for long stretches of time. Family life suffers, personal health suffers, 
burnout sets in, and productivity plummets. In short, do a reality-check against your 
schedule. Remember that what looks good on paper may not work in real life.

With your project scope defined, you’re ready to move on to the next component 
in your project plan. Let’s next discuss selecting a distribution.

 FIGURE 3-4  Using project management software to plan a project and define dependencies

SCENARIO & SOLUTION
You’re responsible for implementing 60 new Linux 
systems in your organization. Your manager has asked 
to you to cut the schedule for the deployment in half. 
How can you respond?

Based on what we’ve talked about in this chapter, 
you should inform your manager that cutting the 
schedule in half will require adjustments elsewhere 
in the project scope. For example, you may need to 
hire a temporary employee to help you complete 
the implementation. Alternatively, you could also 
request that the number of systems being deployed 
be reduced. Simply saying “yes” to the request will 
probably cause the project to fail.
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Selecting a Distribution
As we discussed in Chapter 1 of this book, Linux is available in a wide variety of 
flavors called distributions. One of the key parts of your deployment plan is specifying 
which of these distributions you will use on your system. Which one is best? That 
depends on your preferences and what you want to the system to do. Here are some 
guidelines you can use to select the right distribution:

■ Will the system function as a workstation or a server? One of the cool things 
about Linux is the fact that you can implement just about any distribution as 
either a workstation or as a server. This is unique among operating systems. 
Most operating systems are designed to function either as a server or as a 
workstation, but not both. Most Linux distributions, on the other hand, can 
be used in either role.

 However, be aware that there are Linux distributions available that are 
specifically designed and optimized to function as servers, and others as 
workstations. For example, Red Hat provides two distributions that are 
designed for providing network services:

■ Red Hat Enterprise Linux ES This distribution is designed for servers 
in medium organizations that will be placed under moderate workload.

■ Red Hat Enterprise Linux AS This distribution is designed for very 
large organizations that will place a very heavy load on their server 
systems.

  Red Hat also provides two distributions that are designed specifically for use 
in desktop systems:

■ Red Hat Desktop This distribution is designed for use by the average 
end user on desktop systems used to complete day-to-day work.

■ Red Hat Enterprise Linux WS This distribution is intended for use by 
high-end users, such as engineers or graphic designers, who use high-end 
desktop hardware to complete more advanced computing tasks.

 Likewise, Novell sells two versions of SUSE Linux:

■ SUSE Linux Enterprise Server This distribution is designed for use in 
high-end server systems in very large organizations.

■ SUSE Linux Enterprise Desktop This distribution is designed for use 
by end users on their desktop workstations.
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 There are also purpose-specific distributions to create Linux-based appliances 
using standard PC hardware. For example, you can create a powerful network 
firewall using distributions such as SmoothWall, IPCop, or Coyote Linux.

■ Does the distribution offer support? Some vendors offer technical support for 
their Linux distributions while others offer limited support or no support 
at all. If the system will be used in a corporate environment, you should 
seriously consider implementing a well-supported distribution. If a problem 
occurs at some point after the system has been installed, you need to be 
able to resolve the issue and get the system back into production as fast 
as possible. You’re not going to have time to search the Internet to find a 
solution. You need to be able to call someone and get an answer immediately.

 Be aware that, while the distribution itself may be free or nearly free, you will 
be required to pay for technical support. The price charged for support varies 
from vendor to vendor, so it pays to shop around.

There’s a lot of confusion in the industry right now about the difference 
between Linux distributions from the same vendor. One version is free; the 
other requires a fee to be paid to download. For example, you can purchase 
a copy of Red Hat Desktop or you can download a copy of Fedora for free. 
The difference is support. If you purchase a copy of Red Hat Desktop, you are 
entitled to tech support from Red Hat. In fact, the more you pay, the better 
the level of support you receive.
 The same holds true with SUSE Linux. You can either purchase a copy 
of SUSE Linux Enterprise from Novell or download a free copy of SUSE 
Linux from http://www.opensuse.org. Once again, the difference is the level 
of support. If you purchase a copy, you have access to tech support. If you 
download a free copy, you must support yourself using forums and newsgroups.
 To save money on your part, we’re going to be using Fedora and SUSE Linux 
in this book. However, I strongly recommend that you purchase a supported 
version of Linux if you’re going to deploy it in a production environment.

■ Will the applications you want to install run on the distribution? Before selecting 
a specific distribution, you should evaluate the software you want to run and 
verify that it is supported by the operating system.

Now that you understand distributions, some possible scenario questions and their 
answers follow.
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In addition to these considerations, you should also verify that the distribution 
you want to use runs on your system hardware. Let’s discuss this factor next.

Verifying System Requirements and Hardware Compatibility
As a techie, you probably love ordering hardware. It’s even more fun when your 
employer pays for it! Because of this, you may be strongly tempted to start browsing 
vendor Web sites and order your new systems before your Linux deployment plan is 
complete.

You should resist this urge at all costs! Before you download or purchase your 
Linux distribution, you need to make sure it will run on your hardware. Many system 
administrators frequently ignore this process. In fact, I’ll admit to having done this 
myself. It’s a very poor practice because you run the risk of ordering hardware that 
isn’t compatible with your hardware. If this happens, it’s likely that your project 
schedule will be put at risk. It can take a considerable amount of time to return and 
reorder hardware. If this happens, you’ll probably spend some tense moments in your 
supervisor’s office explaining why the project is behind schedule.

In this topic, we’re going to discuss two things you can do to keep this from 
happening:

■ Checking hardware compatibility

■ Verifying system requirements

Let’s begin by discussing hardware compatibility.

SCENARIO & SOLUTION
You’ve been tasked with implementing a Linux 
system in your organization that will run a network-
based database application. What type of distribution 
should you choose?

Because the system will be used to provide a network-
based service to client systems, you should consider 
using a distribution that has been optimized to 
function as a network server. 

You’ve been tasked with implementing a new Linux 
server in your network that will host mission-
critical applications. You’ve downloaded an obscure 
distribution from the Internet that doesn’t offer 
technical support. It appears to function properly in 
your lab. Should you use it for your new server?

It’s probably not a good idea to use an obscure, 
unsupported distribution for a mission-critical server. 
A well-known, well-supported distribution would be 
a better choice.
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Checking Hardware Compatibility
Back in the early days of Linux, hardware compatibility was a real problem, 
especially if you were trying to install Linux on a notebook system. There just 
weren’t enough developers writing Linux drivers. If you were installing Linux 
on a generic system using common hardware components, you usually could get 
Linux installed and working correctly. However, if your system used non-typical or 
proprietary hardware, such as a high-end video board, then you may or may not have 
been able to get Linux running correctly.

The problem centered on drivers. Back then, most hardware vendors didn’t 
provide Linux device drivers for their devices. They didn’t perceive Linux as a 
serious operating system and didn’t want to waste time and money developing device 
drivers for it. Instead, you had to rely on the good will of a developer somewhere in 
the world to write a driver for your particular piece of hardware. If a driver didn’t 
exist for your device, you were out of luck.

Fortunately, this is less of an issue today. It’s been a long time since I’ve had to 
scour the Internet trying to find a driver for my hardware. Most vendors now offer 
a Linux version of the drivers for their hardware. In fact, most of the drivers for 
common PC hardware are actually included in the various Linux distributions.

To be safe, however, it is still a very good idea to check the Web site for your 
distribution and verify that your system’s hardware is listed on the distribution’s 
Hardware Compatibility List (HCL). Even though hardware support for Linux has 
become much better in the last decade, there are still devices that aren’t supported. 
You can use your distribution’s HCL to check and see if it will support your system’s 
devices.

HCLs are usually available in two locations. First, most distributions include a list 
of supported hardware in a text file on the first installation CD or DVD. However, 
I rarely use this version of the HCL. Because it’s a static document on disc, it hasn’t 
been updated since the disc was burned. If a device in your computer was released at 
some point after the disc was burned, you have no idea if it’s supported or not.

Instead, I much prefer using the HCL maintained on most distributions’ Web sites. 
This version of the HCL contains the most current data on supported hardware. For 
example, if you choose to install the SUSE Linux distribution on your system, you 
can use a Web browser to access its HCL at http://hardwaredb.suse.de/. Once there, 
you can search for your particular system hardware and see if it is supported. In 
Figure 3-5, we’ve used the SUSE Linux HCL to see if a particular nVidia video card 
is supported by the distribution.
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Notice in Figure 3-5 that most nVidia video cards are fully supported. However, 
some nVidia cards are not. For example, the Quadro NVS 120M is only partially 
supported. This would be a very good thing to know before starting your installation!

If you choose to use a Red Hat distribution, you can likewise check the HCL on 
Red Hat’s Web site (http://hardware.redhat.com) to verify that your system hardware 
is supported. This site is shown in Figure 3-6.

Most distributions include some kind of HCL on their Web site. However, not 
all of them do. Some distribution vendors simply don’t have the time or resources to 
conduct extensive hardware testing to verify the myriad of PC devices available on 
the market.

 FIGURE 3-5 

Using the SUSE 
Linux HCL
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Driver availability is one of the reasons I prefer to stick with big-name, 
well-supported Linux distributions when I’m setting up a system that will be 
used in a production environment. Only if I’m experimenting with a system 
at home or in a lab environment at work am I comfortable working with 
a poorly supported distribution. If something goes wrong in this situation, 
nothing is lost.
 However, one of my key roles as a Linux system administrator in a production 
environment is to protect data and run at maximum efficiency. I need to know 
for a surety that my hardware is supported by the operating system. I can’t 
afford to spend hours scouring the Internet trying to find a driver nor do I want 
to waste time troubleshooting a system that functions erratically.

In addition to checking the HCL, you also need to check your distribution’s 
system requirements. Let’s discuss this issue next.

Verifying System Requirements
Back in the early days of Linux, we didn’t worry much about system requirements 
for the various distributions. That was because the early versions of Linux would run 
on relatively minimal hardware. They didn’t require much memory, disk space, or 
processing power.

 FIGURE 3-6 

Using the Red 
Hat HCL
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However, as Linux has matured over the years, most distributions are now 
beginning to require much more robust system hardware to provide an acceptable 
degree of performance. How do you know what the system requirements are? 
Once again, check your distribution vendor’s Web site. For example, if you visit 
http://www.novell.com/products/suselinux/sysreqs.html, you can view the system 
requirements for SUSE Linux, as shown in Figure 3-7.

When formulating your deployment plan, be sure to specify the hardware needed 
by the distribution you’ve selected.

A key aspect of your system requirements is your PC’s CPU architecture. 
When downloading your Linux distribution, be sure you select the correct 
architecture for your system’s CPU. For years, we didn’t worry much about this 
issue because we really only worked with a single architecture: Intel’s 32-bit x86 
architecture. Although most distributions were available for the x86 architecture 
and the Alpha architecture, the average system administrator didn’t have many 
Alpha machines. Nearly every system we worked with ran on some variation of 
the x86 architecture

Today, however, there are many more hardware options available to us as system 
administrators. We still have the venerable x86 and Alpha architectures, but we also 
have the newer 64-bit x86 architecture. In addition, Intel has recently introduced 
the IA-64 architecture used by their Itanium CPUs. Each of these architectures 
requires a different version of your Linux distribution. In fact, many Linux 
distributions have even been ported to run on the Power PC (PPC) architecture 
from Apple Computer.

The important point is to be sure that you select the appropriate architecture 
for your distribution. For example, if you selected SUSE Linux as your distribution 
and accessed the SUSE download page on the Internet, you would see the options 
displayed in Figure 3-8.

Notice that you can choose from the x86, x86-64, PPC, or IA64 architectures. 
Similar options are available when downloading Fedora, as shown in Figure 3-9.

 FIGURE 3-7 

SUSE Linux 
system
requirements
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Regardless of which distribution you choose, make sure you download the correct 
version for your system’s architecture. For example, if you are going to install Linux 
on a Pentium IV CPU, then you need the x86 version of your distribution. If your 
hardware uses an AMD Athlon 64 CPU, then you need x86-64 version of the 
distribution. If you pick the wrong one, most Linux installers will generate an error 
and you won’t be able to complete the installation.

With hardware issues out of the way, you can now move on to the next 
component of your plan where you will specify how the Linux file system will be 
configured. Let’s discuss this topic next.

 FIGURE 3-8 

SUSE Linux 
architectures
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Planning the File System
When planning a Linux implementation, you need to include specifications for how 
the file system will be created and maintained on the system’s hard disk drive. This is 
yet another unique aspect of the Linux operating system. When implementing other 
operating systems, such as Microsoft Windows, you usually create only a single disk 
partition and format it using the NTFS file system.

 FIGURE 3-9 

Fedora 
architectures

SCENARIO & SOLUTION
You’re installing SUSE Linux on a PC that uses a 
Pentium III 700 MHz CPU. Which SUSE Linux 
distribution architecture should you download?

The Pentium III CPU uses the 32-bit x86 CPU 
architecture. Therefore, you should download the 
x86 version of the distribution. 

You’re installing SUSE Linux on a PC that uses 
an AMD Turion 64 CPU. Which distribution 
architecture should you download?

The Turion 64 uses the 64-bit x86 architecture. 
Therefore, you should download the x86-64 version 
of the distribution.
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Technically, you do have the option of selecting from the NTFS or FAT 32 file 
systems when installing a Windows 2000 or XP system. However, FAT 32 has 
so many limitations, such as a lack of support for permissions, that very few 
system administrators use it.

With Linux, however, you have many more choices to make. You can customize 
how your disk will be partitioned and what file system will be used. In this part of 
the chapter, we’ll discuss the following:

■ Choosing a file system

■ Planning your partitions

Let’s begin by discussing file systems.

Choosing a File System
Back in Chapter 2, we discussed how a hard disk drive works. We related that the 
drive is made up of multiple aluminum platters each with two read-write heads that 
are used to read and write data. When conducting disk I/O operations, the operating 
system needs to know where data is stored, how to access it, and where it is safe to 
write new information.

This is the job of the file system. Its role is to reliably store data on the hard drive 
and organize it in such a way that it is easily accessible. When you use a file browser 
to navigate through the directories on a hard disk drive and open a file, it’s the file 
system that makes the entire process possible.

Most Linux distributions offer a wide variety of file systems that you can choose 
from. In this topic, we’ll review three of the most widely used types:

■ ext2

■ ext3

■ Reiser

Let’s begin by discussing the ext2 file system.

ext2 The ext2 file system is one of the oldest Linux file systems still available. 
The acronym ext2 stands for Second Extended File System. It was originally introduced 
back in 1993. It stores data in the standard hierarchical fashion used by most other 
file systems. Data is stored in files; files are stored in directories. A directory can 
contain either files or other directories called subdirectories.
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The maximum file size supported in the ext2 file system is 2 terabytes (TB). An 
ext2 volume can be up to 4TB. File names can be up to 255 characters long. The 
ext2 file system supports Linux file system users, groups, and permissions (called 
POSIX permissions). It also supports file compression.

The ext2 file system is a fantastic file system. It’s been around a long time, long 
enough for most of its bugs to be worked out. In fact, it’s probably the most widely 
used Linux file system ever implemented. It’s also reputed to be the fastest Linux file 
system available.

However, ext2 has one key weakness that has led to the development of other 
file systems. This is the fact that ext2 takes a long time to recover if the system shuts 
down abruptly. When shutting down the Linux system, the operating system first 
cleanly dismounts the file system. During the dismount, the operating system makes 
sure all pending file system transactions are written to disk before the system 
shuts off.

The problem arises when the system is shut down without completing this clean 
dismount procedure. For example, suppose a power outage occurs and the Linux 
system shuts off suddenly without going through the proper shutdown procedure. 
When this happens, it is possible that pending disk transactions weren’t completed.

To clean up the file system, the ext2 file system will automatically run a program 
called e2fsck the next time the system is booted. This utility tries to fix any problems 
that were created when the system went down without properly dismounting the 
disk. If it finds non-allocated files or unclaimed blocks of data, it will write this 
information in a directory called lost+found. By doing this, ext2 tries to ensure that 
data integrity is maintained in spite of the improper shutdown.

The issue here is that e2fsck will analyze the entire file system when this happens, 
not just the last few files that were in the process of being modified. On a basic 
Linux system, this can take from 10 to 15 minutes. On an extensive system that has 
a lot of file system data (such as a network file server), this process can take several 
hours. It’s bad enough that the system went down unexpectedly in the first place; 
now you have to wait hours for it to start back up again!

Because of this issue, two other Linux file systems have started replacing ext2. 
The first of these is ext3. Let’s discuss this file system next.

ext3 The ext3 file system is an updated version of ext2. In fact, ext3 stands for 
Third Extended File System. In fact, most of the file system utilities used by ext2 are 
also used by ext3. You can easily upgrade disks using the ext2 file system to ext3. You 
can even downgrade an ext3 disk to ext2.
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However, the ext3 file system offers one key advantage that makes it highly 
preferable over ext2: journaling. Remember that the key disadvantage of ext2 is the 
fact that it must check the entire file system if the system goes down uncleanly; this 
can take a great deal of time. Journaling eliminates this problem.

Before committing a transaction to the hard disk drive, the ext3 file system 
records the transaction to a journal and marks it as incomplete. After the disk 
transaction is complete, the ext3 file system marks the transaction as complete in 
the journal. By doing this, the ext3 file system can keep a log of the most recent file 
transactions and whether or not they were actually completed.

If an event such as a power outage occurs that causes the system to shut down 
without properly dismounting the disk, the ext3 file system will replay the journal 
when the system comes back up. This allows the file system to verify the data on the 
disk and bring it back to a consistent state (if possible) using the information stored 
in the journal. However, unlike ext2, the ext3 file system doesn’t need to check the 
entire file. Because it has a log of the most recent transactions in the journal, the 
ext3 file system simply checks the transactions that are listed as incomplete.

Using journaling, disk recovery time after an improper shutdown takes 
dramatically less time than that experienced using ext2. Instead of taking hours, the 
ext3 file system can replay the journal in only a few seconds, even if the file system is 
very large. For this reason, the ext3 file system is the default file system for many of 
the Linux distributions currently available.

The disadvantage to ext3 is the fact that the journaling process uses up more 
system memory and slows down disk I/O operations. However, because it does a 
better job of ensuring data integrity and does it faster, most system administrators 
prefer ext3 over ext2 in spite of the decreased performance.

In addition to ext3, you can also choose from a second journaling file system 
called Reiser. Let’s discuss this file system next.

Reiser The Reiser file system is an alternative to the ext3 file system. Like ext3, 
Reiser utilizes journaling to make crash recovery very fast. However, Reiser is a 
completely different file system from ext2 and ext3, using a dramatically different 
internal structure. This allows the Reiser file system to support a larger maximum file 
size of 8TB and maximum volume size of 16TB. In addition, the different structure 
of Reiser allows it to perform much faster than ext2 or ext3.

Because of these advantages, the Reiser file system is the default file system used 
by Linux distributions such as SUSE Linux and Linspire.

Most distributions will allow you to choose which file system you want to implement 
when you partition your system’s hard disk drives during the installation process. 
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You should already know what file system you want to use before you reach that 
point. Therefore, when planning your Linux implementation, you should specify 
which of these file systems you want to use in your deployment plan.

So which file system should you use? It depends upon your personal 
preferences. My choice is the Reiser file system.

In addition to specifying which file system you will use on your Linux system’s 
hard disk drive, you also need to specify how to partition it. Let’s talk about how this 
is done next.

Planning Your Partitions
A partition is a logical division of your hard disk drive. Using the read-write heads 
inside the hard disk drive, an operating system can create magnetic divisions on 
the drive platters to divide it into separate sections. A hard drive can have a single 
partition that encompasses the entire hard drive or it can have many partitions. 
Each partition on the disk appears logically to the operating system as if it were a 
separate hard disk drive.

When you install other operating systems, such as Microsoft Windows, you 
generally don’t worry much about partitioning. A single partition encompassing the 
entire hard drive is usually sufficient.

With Linux, however, this is not the case. With a Linux system, you will use 
many partitions. These partitions need to be created during the initial installation of 
the system. Changing your disk partitioning after the system is installed can be done, 
but it is very difficult and time consuming. Therefore, you should plan out how you 
will partition your system hard drive before you start the installation process.

SCENARIO & SOLUTION
You’re installing a new Linux system. This system 
will host mission-critical applications. This system 
must perform as fast as possible. It must protect the 
integrity of the server data if the system goes down 
unexpectedly. If it does go down, the system needs to 
be back up and running as quickly as possible. Which 
file system would be the best choice?

Because of the requirements specified, the Reiser 
file system would be the best choice. Reiser is 
considered to be the fastest Linux file system. It also 
uses journaling to protect data and to speed up crash 
recovery. 
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By default, most Linux distributions propose two partitions by default during the 
installation process, as shown in Figure 3-10.

■ swap This partition is used for virtual memory by the Linux operating 
system. Essentially, Linux will use the hard disk space contained in the swap 
partition as though it were system RAM. When the system RAM is under 
heavy load, the operating system can move data and programs that are loaded 
into RAM but not currently in use into memory addresses mapped to the 
swap partition.

 When the data is needed again, it is moved from the swap partition back into 
RAM. Essentially this allows the system to simultaneously run more programs 
than it has enough physical RAM to support.

 In early versions of Linux, the standard recommendation was that the swap 
partition be at least as big as the amount of system RAM installed. Today, 
however, we need much more virtual memory. Therefore, you should create 
a swap partition that is at least twice as large as your installed RAM. If the 
system will be heavily utilized, you should consider using a swap partition 
that is even larger.

■ / This partition is mounted at the root directory (/) of the Linux file system. 
All user data, programs, log files, and configuration files are contained in this 
single disk partition.

Even though this is the default partitioning proposal made by most Linux 
distributions during installation, you should consider creating more partitions than 
these two. To understand why we do this, you need to first understand that Linux 
uses a single file system structure to represent all of the storage space used by the 
Linux system. This is shown in Figure 3-11.

 FIGURE 3-10 

Default Linux 
partitioning
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Different partitions can be mounted at different points in this hierarchy. For 
example, in Figure 3-12, an extra partition (/dev/sda3) has been created on the 
first SCSI hard disk drive in the system (/dev/sda), which is mounted at the /home 
directory.

When you navigate through the Linux file system hierarchy and double-click 
on the /home directory, you are actually redirected to a different partition on the 
hard drive. If you had multiple hard drives in the system, you could even put the 
partition mounted in /home on a completely different hard drive. The partitioning is 
completely transparent to the end user.

 FIGURE 3-11 

The Linux file 
system hierarchy

 FIGURE 3-12 

Mounting /dev/
sda3 in /home



Plan a Linux Installation 125

When planning your Linux partitions, I encourage you to create many partitions 
on your hard drives. Doing this can add a degree of fault tolerance to your Linux 
system. Problems encountered in one partition are isolated from the other partitions 
in the system. For example, suppose you used the default partitioning proposal when 
installing Linux and had your entire file system mounted at the root directory (/). If 
a user were to consume all of the available space on the partition by copying huge 
files to his home directory in /home, it could cause the entire system to crash.

If, on the other hand, you were to create a separate partition for /home and the 
user were to again consume all the available disk space on the /home partition by 
copying very large files to his home directory, the system will remain running. The 
partitions containing your system files, log files, and application files are not affected 
because the issue is isolated to a single partition.

Doing this also protects your user data in the event that something happens 
to the system files. About two years ago, I had a Linux server go down hard 
after a massive power spike and subsequent power outage. In a fit of laziness 
during the initial installation, I had opted to use the default partitioning 
scheme and all the server data was saved in a single partition mounted at /. 
To make a long story short, the power spike mangled the partition on the disk 
and made all of the data unreadable. If I had used a separate partition for 
/home, there’s a chance that this extra partition may not have been mangled 
and I could have recovered user data from it. Instead, I had to reinstall from 
scratch and restore data from backup.

When planning your Linux partitions, you should consider creating separate 
partitions for the directories listed in Table 3-1.

Using these recommended partitions will add a degree of stability to your system. 
Unfortunately, this partitioning scheme doesn’t use disk space efficiently. For 
example, your /home partition may run out of space and users won’t be able to save 
additional data, even though there may be plenty of extra space available in other 
partitions on the disk. However, the added stability is worth the inefficiency. I’ve 
often heard it said that hard disks are cheap while data is priceless.

Once you’ve planned out your partitions, the next task you need to complete is to 
specify the software you want to install on your Linux system. Let’s discuss how this 
is done next.
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Selecting Software Packages
One of the things that I absolutely love about Linux is the wide array of open source 
software available. Your Linux distribution probably includes a fairly extensive 
sampling of packages that you can specify be installed along with the operating system. 

 TABLE 3-1 Recommended Linux Partitions

Mount Point Recommendation

/ Create a partition for the root directory. This partition should be about 4GB or larger in size.

/boot Create a partition for the /boot directory, which contains your Linux system files. This 
partition should be 100–200MB in size.

/home Create a partition for users’ files. You should allocate as much space as necessary to 
accommodate users’ data.

/opt Create a partition for application files installed into /opt. You should allocate as much 
space as necessary to accommodate applications that use this directory.

/tmp Create a partition for your system’s temporary files stored in /tmp. You should allocate at 
least 1GB or more for this partition.

/usr Create a partition for your system utilities stored in /usr. You should allocate at least 5GB 
to this partition. You may need to allocate more depending on what packages you choose 
to install.

/var Create a partition for the log files stored in /var. Because log files can become quite large, 
it’s a good idea to isolate them in their own partition. You should allocate at least 3GB of 
space for this partition.

SCENARIO & SOLUTION
You’re installing Fedora on a PC that has 512MB of 
RAM installed. How big should your swap partition 
be?

On a modern Linux system, the swap partition should 
be at least twice the size of the system RAM. In a 
system with 512MB of RAM, you should have a swap 
partition that is at least 1GB in size. 

You’re planning a Linux system that will host an 
application that creates very large log files. It will 
also provide file storage for a number of network 
users. Which directories should you create separate 
partitions for?

Obviously, you have to create a partition for the / 
directory. Because the application creates large log 
files, you should be sure to create a separate partition 
at the /var directory. Also, because users will store 
files in /home, you should also create a separate 
partition for this directory as well. 
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In fact, it’s the inclusion of this extra software that makes your installation set so big. 
Most distributions require 6–8 CDs or a DVD to store all the packages that you can 
choose from to install.

If you’re a true techie, you’ll be mesmerized the first time you see the list of 
available software. For example, SUSE Linux offers about 30 different games alone 
that you can install, as shown in Figure 3-13.

More than likely, you’ll be tempted to install just about everything. This may be a 
perfectly acceptable approach for a lab system or a home system. However, if you’re 
going to use the Linux system in a production environment, you should probably 
not do this. You could be installing software that you really don’t want the end user 
to have access to. For example, you probably don’t want your end users hosting their 
own Web site from their desktop because you installed the Apache Web server on 
their system.

 FIGURE 3-13  Installing software packages in SUSE Linux
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A much better approach is to use your deployment plan to identify the role the 
system will play. (We discussed how to do this earlier in the chapter.) With this 
information in hand, review the packages available with your distribution and 
specify exactly which packages you need to include in the installation.

For example, if the system is going to function as a network server providing file 
and print services, you will need to install the Samba and cups (Common UNIX 
Printing System) packages. If it is a network server that will function as a Web, 
e-mail, and news server, then you may need to install the Apache, Tomcat, imap, 
and inn (Internet News) packages. If the system is going to be used as a desktop 
system, then you may want to install OpenOffice.org to provide end users with word 
processing, spreadsheet, and presentation software.

The point is this: Make sure you install the packages that are needed and avoid 
installing software that isn’t. If, after installing the system, you determine you need 
additional packages, you can easily install them after the fact. I’ll show you how to 
do this in a later chapter.

One of the nice features of most installers is that they automatically calculate 
dependencies for you. A dependency is a particular software package that another 
software package needs in order to run. Most Linux packages that you install during 
installation will have a variety of dependencies associated with them.

In the early days of Linux, you had to manually figure out which packages had 
what dependencies and be sure you included them in the installation. It could turn 
into quite a mess with layer upon layer of dependencies, as shown in Figure 3-14.

The good news is that the installers used by most distributions now automatically 
calculate package dependencies for you and will include the necessary dependent 
packages in the installation.

Once this part of your plan is complete, you next need to specify the users that 
will be created on the system.

SCENARIO & SOLUTION
You’re installing a Linux system that will function 
as a Web application server. Which packages should 
you install?

To provide Web application services, you will need 
Apache Web server, Tomcat servlet container, and a 
database application such as MySQL.
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Specify User Accounts
Linux is a true multi-user operating system. This means that a single system can 
include multiple user accounts. In fact, multiple users can use the same system at the 
same time using a network connection.

Therefore, when planning to install your Linux system, you should determine the 
user accounts that will be needed on the system. The installation utilities used by 
most Linux distributions provide you with the ability to create these accounts during 
the installation process. No matter what distribution you use, you will always create 
the root user account during the installation.

The root user account is the superuser account for a Linux system. The root 
account can do anything it wants on the Linux system.

The root user account is very powerful and must be used judiciously. Put 
bluntly, you can really make a mess of your system if you do something wrong. 
Because you’re logged in as root, the system assumes you know what you’re 
doing and will let you do it. For safety and security reasons, you should not use 
the root account for day-to-day work. Instead, you should create a standard 
user account for these tasks. When you actually need superuser privileges to 
complete a task, you can switch to the root user account. When the task is 
complete, you should switch back to your standard user account.

When you install Linux, you’ll be prompted to provide a password for the root 
user account. You’ll also be given the opportunity to create additional user accounts 
on the system. In your deployment plan, specify which user accounts you plan on 
creating. As with software packages, it’s not a problem if you need to add or remove 
user accounts later on after the installation is complete. Linux provides an extensive 
set of tools to manage user accounts and passwords. I’ll show you how to do this in a 
later chapter.

Is dependent upon Is dependent upon Is dependent upon

Package A Package B Package C Package D

 FIGURE 3-14 

Layered package 
dependencies
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Once this information is in your plan, you’re ready to move on to the next step: 
gathering network information. Let’s review how this is done next.

Gathering Network Information
In today’s networked world, it is very likely that most of the Linux systems you will 
be working with will be connected to some type of computer network. You need to 
gather the network information necessary for your system to connect to the network 
before you start the installation and include it in your deployment plan. Here’s a list 
of questions you need to answer:

■ Will the system have its networking configuration dynamically assigned or will it 
need to be manually configured? Most IP networks today use a Dynamic Host 
Configuration Protocol (DHCP) server to dynamically assign IP addresses 
and various other networking parameters to a workstation when it is 
booted on the network. Most Linux systems that will function as a desktop 
workstation will use this option. In this case, you don’t need to do much to 
configure your networking parameters. The information will be dynamically 
assigned to the system every time it boots up.

 However, if the Linux system is going to function as a server in the network, 
you shouldn’t use DHCP to dynamically assign network configuration 
information. The problem is that the system could receive a different IP 
address each time it’s booted. While this won’t hurt a workstation, it can 
cause a host of problems with servers. Hence, network servers are usually 
assigned a static IP address.

 If your system needs to have a static IP address assigned, then you need to 
gather the following parameters:

■ IP address ■ Router address

■ Subnet mask ■ DNS server address(es)

■ What hostname will be assigned to the system? Every Linux system needs to 
have a hostname assigned. Ideally, this hostname should be unique on your 
network, meaning no other system on the network should have the same 
hostname assigned. During the installation process, you will be prompted to 
provide a hostname.
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■ What is the name of the DNS domain the system will reside in? More than likely, 
your organization has its own DNS domain, such as mycorp.com. You will be 
asked to provide your organization’s domain name during the installation 
process.

■ Will the system need a host firewall configured? Most Linux distributions include 
a host firewall that can be enabled during the installation process. A host 
firewall can be an invaluable asset to your organization’s security. Essentially, 
the host-based firewall prevents other systems on the network from 
connecting to the system.

 For workstation systems, you should enable this firewall and block all of 
your IP ports and services. You should also enable the host firewall on server 
systems. However, most server systems run applications that provide network-
based services to other hosts on the network. Therefore, you will need to 
open up the necessary IP ports in the firewall to allow network hosts to 
connect to the associated services.

 If you’re installing a server system, you should list the network services it will 
provide in your deployment plan along with their associated port numbers. 
This list will provide you with the information you need to make the 
necessary exceptions in your firewall configuration.

With your network configuration information specified, you’re ready to move on 
to the last part of your deployment plan: selecting an installation source. Let’s discuss 
how this is done next.

SCENARIO & SOLUTION
You’re installing a Linux system that will function as 
a Web server. Which IP ports need to be opened in 
your host firewall?

By default, Web servers use IP ports 80 and 443. 
These ports should be opened on the host firewall to 
allow clients to connect to the httpd service running 
on the system. 

You’re implementing a Linux system that will 
function as a desktop workstation. Should you use 
static or dynamic IP addressing?

You can actually use either method. However, for 
ease of management, using DHCP to assign IP 
addresses would probably be the best option in most 
situations.



132 Chapter 3: Installing Linux

Selecting an Installation Source
Most Linux distributions provide you with many different options for installing the 
system. These options include the following:

■ Installing from a CD or DVD

■ Installing from a network server

■ Completing a remote installation using VNC

Let’s first discuss how to complete an installation from a CD or DVD.

Installing from a CD or DVD
The most common method for installing Linux is to use a set of installation CDs or 
DVDs. Using this method, you simply insert the first CD in the set (or the DVD) 
into the system’s optical drive and boot the system from the disc.

You have two different options for obtaining your installation discs. First, some 
Linux vendors create retail boxes for their distribution that can be purchased from 
a computer store. For example, you can currently purchase SUSE Linux in this 
manner. This is a great option if you don’t have a high-speed Internet connection 
and want printed documentation.

However, most Linux administrators simply download a copy of Linux from the 
vendor’s Web site. For example, if you wanted to install Fedora, you could open a 
Web browser and navigate to http://fedora.redhat.com and select the download link. 
After selecting your system architecture, you are connected to a mirror site on the 
Internet that contains the distribution, as shown in Figure 3-15.

Notice in Figure 3-15 that you can either download a single DVD containing all of 
the distribution files or you can download five separate CDs. You can choose one or 
the other, but you don’t need both. If you’re using a fast, reliable Internet connection 
and have a DVD drive installed in the target system, I recommend the DVD option. 
You only have to download a single file and you don’t have to swap discs during the 
installation process. When I’m performing a Linux deployment, many times I need 
to install multiple systems at once. In this situation, I want to be able to start the 
installation and leave the system while I work on another system. I don’t want to 
have to constantly swap out discs on multiple machines to get them installed.

Also notice that the files shown in Figure 3-15 all have an .iso extension. These 
are called ISO images. Once you’ve downloaded the appropriate .iso file or files, you 
can use CD- or DVD-burning software to burn the ISO image to an actual CD or 
DVD. I prefer a package called PrimoDVD from Veritas to burn ISO images to a CD 
or DVD, as shown in Figure 3-16.
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 FIGURE 3-15 

Downloading ISO 
images

 FIGURE 3-16  Burning an ISO image to disc
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Most optical burning software supports the burning of ISO images to CD. Check 
your documentation to see how it’s done with your particular package.

After downloading a very large ISO file from the Internet, it’s a very good idea 
to check the md5sum checksum value to make sure it arrived intact without 
any corruption. See Chapter 8 to learn how to do this.
 In addition, if you’re installing Linux into a VMware virtual machine, you 
don’t actually have to burn the ISO image to disc. Instead, you can configure 
the virtual machine to connect directly to the ISO image itself. The virtual 
machine will think that the image is actually a real CD or DVD and install 
from it. Installing Linux using this method is much faster because the data is 
stored on a hard drive instead of an optical disc.
 In addition, if you’re installing Fedora, you can actually install directly from 
the ISO images without using VMware. To do this, first move the hard drive 
from the system you want to install Linux on to a different computer that 
already has an operating system installed. Create a 4GB partition on the disk 
and copy the ISO image file to this partition. Move the disk back to the target 
system. Boot the system from the first installation CD and set the installation 
source to Hard Drive. You can then specify the ISO image and the installation 
will install using the image instead of the CD.

In addition to installing from a CD or DVD, you can also perform a network 
installation of Linux. Let’s discuss how this is done next.

Installing from a Network Server
Another cool option for installing a Linux system is to install from a network server. 
You can install from a Linux server on the network that has been installed as an 
installation source using the SMB, NFS, HTTP, or FTP protocols. You can even 
install directly from an FTP or HTTP server on the Internet.

Not all Linux distributions support a network-based installation.

The key advantage of performing a network installation of Linux is the fact that 
you can install a large number of systems at once without having to burn a large 
number of CDs or DVDs. The disadvantage of this method is that the installation 
usually runs much slower than a CD or DVD install. An installation from a network 
server usually runs at a somewhat reasonable speed; however, an installation over the 
Internet can be quite slow.




