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610 Chapterll:

Managing the Linux Boot Process

n the previous chapter, you learned about Linux processes.We discussed the init process,

which is the grandparent of all other processes.We also discussed how to use init scripts

to start and stop services on the system. In this chapter, we're going to build upon this
knowledge and go into depth about the Linux boot process.We'll discuss the following topics:

B How the Linux boot process works

B Configuring Linux bootloaders

B Managing Linux runlevels

INSIDE T

Managing the Linux Boot Process

For your Linux+ exam, you need to have

a sound understanding of how the Linux
boot process works. If you can draw a simple
diagram of the process, you should be in
good shape for the exam. In addition, you
need to be very familiar with both the LILO
and GRUB bootloaders. Given a particular
Linux system, you need to be able to identify
which bootloader it’s using and know how
to configure it. You also need to know how

=
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to configure a bootloader to boot a system
to either the Linux or Windows operating
systems (i.e., a dual-boot system).

Finally, you need to know how to manage
Linux runlevels. You need to know how to
change runlevels from the shell prompt. You
should know how to use the inittab file to
specify the default runlevel for the system.
You must also know how to specify which
services run by default at each runlevel.
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Let’s begin this chapter by discussing how the Linux boot process works.

CERTIFICATION OBJECTIVE 11.01

Explain How the Linux Boot Process Works

on the
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A key concept for Linux administrators to understand is how the operating system
boots. The Linux boot process is a little more complicated than the boot process used
by many other operating systems that you may already be familiar with. Therefore,
we’re going to spend some time at the beginning of this chapter outlining how the
process works. Understanding the boot process will be of great benefit to you when
we discuss how to configure bootloaders and runlevels later in this chapter.

Understand that the process we’ll discuss in this chapter is generic in nature.
Most Linux distributions will follow the same basic process, although the
specific implementation of the process may vary between distributions.The
process also varies between older and newer versions of the Linux kernel.

The first time I booted a Linux system back in the 1990s, a string of unintelligible
messages (at least to me) was displayed on the screen as the system started up. I had
no idea what they were talking about. What’s this vmlinuz thing anyway? Today,
most of the Linux operating system’s boot messages are hidden by splash screens on
most popular distributions, as shown in Figure 11-1.

These splash screens make things pretty, but they also hide a lot of information
that can be very useful to the system admin. Fortunately, with most distributions,
you can still view these messages if you press the esc key when the splash screen is
displayed. A sample is shown in Figure 11-2.

The messages often scroll by too quickly to be read.You can enter dmesg | more
to review the messages displayed during the boot process.

[ highly recommend that you do this very thing after reading this part of this
chapter. It will help solidify the boot process concepts we’re going to be reviewing.
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m Linux splash screen

@) SUSE Linux 10.1

To make the Linux boot process more digestible, we're going to break it down into
the following phases:

B The BIOS phase
B The bootloader phase
B The kernel phase

Let’s start by discussing the BIOS phase.
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SE Linux 10.1

Trying manual resume from rsdevrssdaz

Starting
Creating

udeud
devices

Loading ide—core

Uniform Multi-Platform E-IDE driver Revision: 7.00alpha2
ide: Assuming 33MHz system bus speed for PIO modes: override with idebus=xx
Loading ide-disk

Loading scsi_mod

3C51 subsystem initialized

Loading =d_mod

Driver 'sd’ needs updating - please use bus_type nethods
Loading piix

PIIX4: IDE controller at PCI slot ODOO:00:07.1

PIIX4: chipset revision 1

PIIX4: not 100x native mode: will probe irgs later

idel:

BM-DMA at Ox1058-0x105f, BIOS settings: hdc:DMA, hdd:pio

hdc: UMware Uirtual IDE CDROM Drive, ATAPI CD-DUD-ROM drive

idel at O0x170-0x177,0x376 on irqg 15

Loading BusLogic

ACPI: PCI Interrupt 0000:00:10.0L[A1 -> GSI 17 (level, low) -> IRQ 169
scgil wwwwx BusLlogic 3CSI Driver Uerszion 2.1.16 of 18 July 2002 ssesses
scei! Copyright 1995-1998 by Leonard N. Zubkoff {Inz@dandelion.com>
sceif: Configuring BusLogic Model BT-958 PCI Wide Ultra 3CSI Host Adapter

scsif:
scsif:
scsif:
scsif:
scsif:
scsif:
scsif:
scsil:

Firmuware Uersion: 5.078B, 1.0 Address: 0x1440, IR Chammel: 169.Leuvel
PCI Bus: 0, Device: 16, Address: OxFEOO0000, Host Adapter SCSI ID: 7
Parity Checking: Enabled, Extended Tranzlation: Enabled

Synchronous Negotiation: Ultra, Wide Negotiation: Enabled
Disconmect- Recommect: Enabled, Tagged Queuwing: Enabled
ScattersGather Limit: 128 of 8192 segments, Mailboxes: 211

Driver fueue Depth: 211, Host Adapter Queue Depth: 192

Tagged Queue Depth: fAutomatic, Untagged Queue Depth: 3

scsif: sex BusLogic BT-958 Initialized Successfully seee

The BIOS Phase
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Regardless of what operating system you’re using, when you first power on an x86
personal computer, the system BIOS is the first component to take charge of the boot
process. The system BIOS is a ROM chip integrated in the motherboard that contains
a series of very small programs and drivers that allow the CPU to communicate with
basic system devices, such as the keyboard, I/O ports, the system speaker, system RAM,
floppy disk drives, and hard drives.

Variable information about your system, such as the amount of RAM installed,
the geometry of your hard drives, and the type of floppy disk installed, are
stored in the CMOS chip.The BIOS uses the data in the CMOS chip to address
these devices.
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The BIOS plays two key roles during the boot process. First, it tests the various
system components and makes sure they are working properly. This is called the
power on self test, otherwise affectionately known as POST. If the BIOS encounters
any problems with system devices, it will either display a cryptic error message
on the screen or it will sound a series of beeps in code. You can use your BIOS
documentation—easily available on the Internet by searching on the motherboard
model number or BIOS manufacturer, or sometimes included in the manual for your
motherboard—to interpret these messages to determine what exactly is wrong with
the system.

The second role played by the BIOS is that it selects a storage device to boot
the operating system from. Most system setup programs (which are also small
programs contained in the BIOS) allow you to configure the order in which
the BIOS should look for bootable media. In Figure 11-3, the system has been
configured to first look on the floppy disk drive, then on the local hard disk drive,
then on the CD-ROM drive.

The BIOS will boot from the first bootable device it finds in the list. Recall back
when we installed Linux early in this book. I told you that you need to be sure your
BIOS is set to boot off the CD first, otherwise you probably won’t be able to load the

m BIOS boot media options

+Removable Devices

=
Enter
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Linux installation program. This is why this happens. If the BIOS finds a bootable
device higher up in the list, it won’t get to the CD that you want to boot from.

So how does the BIOS know if a device is bootable or not? It looks in the first
sector of the device, which is called the boot sector. On a hard disk drive, the boot
sector contains the master boot record (MBR). Let’s discuss the role of the MBR
next in the bootloader phase.

The Bootloader Phase

on the

Qob

After finishing the POST process, the BIOS really doesn’t have much more to do. It
has done its job and is ready to turn control of the system over to someone else. To
do this, it needs to know where programming resides that can take over the system.
To do this, it looks for the MBR on your system’s hard drive.

The MBR resides in the boot sector of your system’s hard disk drive. It plays a key
role in the process of booting your Linux system. The MBR tells the system where a
bootloader resides. The bootloader has a very important job. The issue here is that
your computer needs an operating system of some type to access the hard disk drive
and load data into RAM from it. At this point in the boot process, we need to load
the operating system itself from the hard drive into memory. How do you load an
operating system into memory from the hard drive if you need to have an operating
system to load data from the hard drive?

This is the job of the bootloader. The bootloader is software that the BIOS can
load from the MBR of the hard drive that will allow the CPU to access the disk and
load the operating system into RAM. To do this, the bootloader is configured with
the location of the operating system files on the hard disk drive.

The bootloader software itself may or may not actually be in the MBR. As we’ll
see later in this chapter, you can install some bootloaders within the MBR or you
can install them within a partition somewhere else on the hard drive and place a
pointer in the MBR. Other bootloaders actually reside in both places.

After loading the bootloader software into memory, the BIOS turns control of the
system over to the bootloader. The bootloader may be configured to automatically
load an operating system from the hard drive or it may be configured to provide end
users with a menu that allows them to select which operating system to load.

With later Linux kernels, the bootloader may also create a temporary, virtual file
system in your system RAM called a ramdisk. This file system is called initrd image.

The term “initrd” stands for initial ramdisk.
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This image contains a basic file system that can be used to complete a variety
of startup tasks. The reason the initrd image is used is because Linux systems
can use a wide variety of devices for the root (/) file system. Some devices may
be created from a software RAID array (which we’ll discuss later in this book);
some devices may even reside on a different computer and are accessed through
the NFES or Samba services. These types of file systems can’t be mounted by the
kernel until special software is loaded, which, of course, resides on those file
systems. It can’t be done!

To make the system boot correctly in these situations, the bootloader creates a
small, virtual hard drive in memory called a ramdisk and transfers a temporary root
file system from the initrd image to it. The Linux kernel can then use this temporary
file system to load the software and complete the tasks required for it to mount the
real file systems on these other types of devices.

The Kernel Phase

After selecting the operating system to run, the bootloader loads the operating
system kernel into RAM from the hard drive. For our purposes, the bootloader loads
the Linux kernel into RAM. The Linux kernel is located in the /boot directory in
your file system, as shown in Figure 11-4.

Your kernel is the vmlinuz-version.gz file located in this directory. You may have
noticed that the kernel is a .gz file. That’s because the kernel resides as a compressed
file on the hard drive. You may have noticed when you first boot a Linux system that
a message stating something to the effect of “Uncompressing Linux” is sometimes
displayed on the screen. Now you know why!

m The Linux kernel in /boot

tux@linuxl:~- Shell Ho. 3 - Konsole

Session  Edil  View Bookmarks  Setings Help

linuxl: boot # 1s [=]
System.map-Z.6.16.13-4-default message

bhackup_mbr symsets-2.6.16.13-4-default . tar.zz

boot symtypes-2.6.16.13-4-default.zgz
config-2.6.16.13-4-default symvers-2Z.6.16.13-4-default.gz

grub wmlinux-2.6.16.13-4-default.gz

initrd wmlinuz

initrd-zZ.6.16.13-4-default wmlinuz-Z.6.16.13-4-default

linuxl:/boot #

l [ s hel | | shell No. 2 l & Sheil No. 3 [

2
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After the kernel loads, several key things happen, including the following:

B The kernel initializes the basic hardware in your system using the various
settings in your BIOS and your CMOS chips.

B The kernel searches for and uses the initrd file system to run the linuxrc
program to set up the system.

B When linuxrc has finished executing, the initrd file system is dismounted and

the ramdisk is destroyed.

B The kernel probes for new hardware and loads the appropriate driver modules.

B The real root (/) file system is mounted.

B The kernel loads the init process.

As you learned in the previous section, the init process is the key, critical process
required to run the rest of the system. At this point in the boot process, init uses
configuration parameters in the /etc/inittab file to load system processes and gets the
system “up and running.” When init is done, you can then log in and use the system.

An overview of the boot process is shown in Figure 11-5.

Now that you understand the Linux boot process, here are some possible scenario

questions and their answers.

SCENARIO & SOLUTION

When you power on your Linux system, you see

a message displayed on the screen that says “301
Keyboard Error.” Where is this message coming from
and how can you resolve the issue?

Why does the Linux kernel create a ramdisk during
the boot process?

You need to check and see what version of the Linux
kernel your system is using. Where can you look in
your file system to determine this?

The message is being generated by the BIOS as a
result of the power on self test (POST) routine. You
can check the BIOS manufacturer’s Web site to get
more details about the error message. This message
was most likely caused by something resting on the
keyboard while system powered on.

The ramdisk is created to provide a temporary root
file system that the kernel can use to load software
needed to check and mount the real file system.

You can check the file name of the vmlinuz file in
your /boot directory. The vmlinuz file name contains
the kernel version.
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m An overview of the Linux boot process
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BIOS Phase
Bootloader Phase

With this information in mind, you’re ready to learn about configuring bootloaders.
Let’s discuss how this is done next.

CERTIFICATION OBJECTIVE 11.02

Configure Linux Bootloaders

As you can see, the bootlloaders play an extremely important role in the Linux
boot process. Without a bootloader, the BIOS wouldn’t be able to load an operating
system off of the system’s hard disk drive. Therefore, it’s very important that you
have a sound understanding of how to configure the bootloaders used by Linux.

As with so many aspects of Linux, you can choose from many different
bootloaders to use with your Linux system. You can even use the Windows 2000/XP
bootloader to load your Linux kernel! For your Linux+ exam, however, you only

need to be familiar with two of the most widely used bootloaders: LILO and GRUB.
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Therefore, in this part of this chapter we're going to spend some time looking at how
to do the following:

B Configuring LILO
B Configuring GRUB

B Using a bootloader to create a dual-boot system

Let’s begin by learning how to use the LILO bootloader.

Configuring LILO

The LILO bootloader has been around a very long time. LILO stands for LInux
LOader. LILO is a very flexible bootloader that can be used to launch just about any
operating system from your computer’s hard drive, including Linux, Windows, or DOS.

When LILO is used as the default bootloader, the LILO boot menu is displayed to
end users, allowing them to select which operating system kernel they want to boot.
A sample LILO boot menu is shown in Figure 11-6.

on the Many Linux distributions may present the LILO menu graphically instead of

Qob the text menu shown in Figure 11-6.

m The LILO boot menu

LILOD 22.7 Boot Menu

SL_18.1

Failsafe

Hit any key to cancel timeout —_——
Use «ti+ arrow keys to make selection
Enter choice & options, hit CR to boot
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Most early Linux distributions used LILO as the default bootloader. Because
of this, LILO is probably one of the most widely deployed Linux bootloaders.
Therefore, a good Linux administrator needs to know how to work with LILO.
We’re going to look at the following LILO topics:

B Installing LILO
B Configuring LILO
B About ELILO

Let’s begin by discussing how to install the LILO bootloader.

Installing LILO

There are two different ways you can install the LILO bootloader. First, with most
Linux distributions, you can specify that the LILO bootloader be used for the system
being installed.

Most current Linux distributions use the GRUB bootloader instead of LILO by
default.

For example, in Figure 11-7, the SUSE Linux installer provides you with the
option of changing the bootloader from the default of GRUB to LILO in the Boot
Loader Settings screen.

In this screen, you can opt to install the LILO bootloader in either the MBR or
within the boot partition itself. Either option seems to work just as well. In addition,
you can also install the LILO bootloader on a system that’s already configured
with the GRUB bootloader by simply entering lilo at the shell prompt. This will
overwrite the existing bootloader and install the LILO bootloader. However, before
you can do this, you need to configure the LILO configuration file in /etc. Let’s
discuss how this is done next.

Configuring LILO

The LILO bootloader is configured using a file in /etc named lilo.conf. A sample
lilo.conf file from a SUSE Linux system is shown in Figure 11-8.

Notice in Figure 11-8 that there are three sections of information within this file.
The first section contains global options that apply to all other sections in the file.
The last two sections contain options specific to each menu item. Let’s run through
the lines of the sample configuration file shown in Figure 11-8 and review what each
one does in Table 11-1.
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Configuring the LILO bootloader during installation

Type

Loader.

Options

computer.

Boot Loader

To select whether to -
install & boot loader | Section Management | Boot Loader Installation
and which bootloader
to install, use Boot

Boot Loader

To adjust options of = =
the boot loader, such ! LILO |'! EBoot Loader Options
asthe time-out, click e
Boot Loader Options.

Boot Loader
Location

The boot manager
(grub) can be
installed in the
following ways:

- In the Master Boot
Record (MER). This is
notrecormmended if
there is another
operating system
installed on the

-Inthe Boot Sector of
the fboot or / (root) Boot Loader Installation Details
partition. This is the
recarmmended option
wheneverthere isa
suitable partition. K
Either set Activate |
Boot Loader Partition |~ |

=] Boot Loader Settings

~Type

Boot Loader

—Boot Loader Location

(@) Master Boot Record of /dev/hda

._:__- Boot Sector of Boot Partition /dew/hda2

(") Floppy Disk /devfd0

jdev/hdaz 1~|

() Other

| other + |

| Back | abort | | Finish

The options listed in Table 11-1 aren’t all-inclusive. There are many more
options you can use in your /etc/lilo.conf file. We don’t have time or space to cover
all of them here. For a complete listing, see the man page for lilo.conf.

The lilo.conf file is just a text file. You can use any Linux text editor to modify it.
After modifying the file and exiting your editor, however, you must remember to run
lilo from the shell prompt. If you don’t, your changes to the configuration file won’t
be applied. This is shown in Figure 11-9.

Notice in Figure 11-9 that the output from the lilo command indicates that the
two images were added. You may have noticed that the lilo command we just used
here to update our configuration is the same command that is used to install LILO. It
is exactly the same command. In effect, every time you make a change to the LILO
configuration file, you have to reinstall it with the lilo command. We should point
out here that you can use the —b option with the lilo command to specify where the
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m The LILO configuration file in /etc

L] tux@0penSUSE:~ - Shell - Konsaole &

Session  Edit  Wiew Bookmarks  Seflings Help

# Modified by Ya5TZ. Last modifilication on Thuo Jan 11 10:45:22 UTC Z007 [«]

menu-—scheme = Wbo:ikw:lb:Wb
timeout = 30

lba3z

change-rules

reset

read-only

prompt

default SL_10.1

message JSboot/message
hoot = Adevs/hda

image = Jboot/vmlinuz

###0on 't change this comment - Ya3TZ identifier: Original name: linuoxH#s
label = 5L_10.1
append = " resume=/sdev/hdal splash=silent showopts"
wga = Ox314

initrd = fboot/initrd
root = AdewvshdaZ

image = Jbootswmlinuz
###0on 't change this comment — Ya3TZ identifiler: Original name: fallsafe#ss
label = Faillsafe
append = "showopts lde=nodma apm=off acpl=off noresume nosmp noaplc maxcpuss| |
0 edd=off 3"
wga = normal
initrd = fbootsinitrd
root = Sdev/hdaZ
OpensSUSE: etc # ] @

bootloader should be installed. If you specify a device, such as /dev/hda, then the
bootloader will be installed in that device’s MBR. If you specify a partition, such as
/dev/hdal, then it will be installed in that partition and a pointer placed in the MBR.

Before shifting gears and talking about the GRUB bootloader, we need to first
review a variation of LILO called ELILO. Let’s do that next.

About ELILO

If you look at the Linux+ objectives we're covering in this chapter, you’ll notice
that it mentions a variation of LILO called ELILO. ELILO works in pretty much
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/etc/lilo.conf Configuration Options

Section
Global Options

Option

menu-scheme

Description

Describes the colors used in the LILO boot menu. The syntax is:
text_color:highlight_color:border_color:title_color

Notice in Figure 11-8 that two characters are used for each value. The
first character is the foreground color while the second is the background
color. See the lilo.conf man page for a listing of all the colors and their
associated characters that can be used with this option.

timeout Sets the timeout period in 1/10th seconds before the default menu item is
automatically run. In Figure 11-8, this option is set to 80, which gives the
user 8 seconds to select a menu item.

1ba32 Tells lilo to ignore the hard drive’s physical geometry and use logical block

addressing. This allows LILO to work with disks that have more than
1023 cylinders (which all modern hard drives do).

change-rules

Defines boot-time changes to partition type numbers.

reset Specifies that all default change-rules are removed.

read-only Specifies that the root (/) file system be mounted read-only at first. After
checking the integrity of the file system, the kernel will usually remount
the file system in read-write mode.

prompt Specifies that the boot: prompt be displayed.

default Specifies the default image that will be loaded if the user doesn’t make
a selection.

message Specifies the location of the image file that LILO will display.

boot Specifies the device that contains the boot sector. In Figure 11-8, LILO is
configured to use the first IDE hard drive (/dev/hda).

Image Options  image Specifies the path to the boot image of a Linux kernel.

label Specifies a name for the image.

append Appends the specified options to the parameters that are passed to the
kernel by LILO. This is usually only used if the system uses hardware that
the kernel is having a difficult time auto-detecting.

vga Specifies the VGA text mode that should be used while the system is
booting.

initrd Specifies the initial ramdisk image to be loaded with the kernel. In Figure
11-8, the /boot/initrd image is to be used.

root Specifies the device that should be mounted as root. In Figure 11-8, the

second partition on the first IDE hard drive (/dev/hda2) is specified as the
partition that should be mounted as the root partition.
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m Running lilo to implement changes to the /etc/lilo.conf file

L] tux@OpenSUSE:~ - Shell No. 2 - Konsele .2

Session  Edil  View  Bookmarks Setings Help

OpensSUSE : “boot # lilo
Added SL_10.1 *
Added Failsafe
OpenSUSE :/boot # |

E] | s hell M| Shell No. 2

BllcrE= 6

the same manner as LILO. However, it’s designed to run on computer hardware that
doesn’t work well with the standard version of LILO. It’s designed to boot a Linux
kernel on the IA-64(IPF) and IA-32(x86) EFI-based hardware platforms.

ELILO is also backward-compatible with standard Intel x86 hardware. However,
only a limited number of Linux distributions use it at this point.

Enough with LILO! It’s time now to start working with GRUB!

Configuring GRUB

GRUB. What a name for a bootloader! The acronym GRUB doesn’t sound very
appealing, does it? However, as bootloaders go, GRUB is fantastic. GRUB stands
for GRand Unified Bootloader. Like LILO, GRUB is a bootloader that can be used

SCENARIO & SOLUTION

Your Linux distribution installed the GRUB bootloader
by default when it was installed. You want to use LILO
instead. How can you overwrite GRUB with LILO?

You want to configure your LILO menu to allow the
user 15 seconds to select a menu item before loading the
default menu selection. What parameter should you use
in /etc/lilo.conf and what value should you set it to?

You've just made several changes to your /etc/lilo.conf
file. However, when you reboot, the changes haven’t
been applied. Why is this happening?

First, create and configure your /etc/lilo.conf file.
Then enter lilo at the shell prompt.

You need to modify the timeout parameter and set it
to a value of 150.

After making changes to the /etc/lilo.conf file, you
need to re-install LILO by entering lilo at the shell
prompt.
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to boot a Linux kernel (or any other operating system kernel, for that matter) from
your system’s hard drive.

The LILO bootloader was very popular and very widely used for a number of
years. However, in the last couple of years, there has been a steady shift away
from LILO toward GRUB on the part of most distributions and many Linux
administrators. Therefore, you need to have a solid understanding of how GRUB
works and how to configure it.

In this part of this chapter, we’re going to discuss the following GRUB topics:

B How GRUB works
B Installing GRUB
B Configuring GRUB

Let’s begin by discussing how GRUB works.

How GRUB Works

Remember when we discussed LILO that we said that it can be installed in either
the MBR or the boot partition of the boot hard drive? GRUB is a little bit different.
The GRUB bootloader is divided into separate chunks called stages. These include
the following:

B Stage 1 This stage of GRUB is usually stored in the MBR. Its only real job
is to point to the location of Stage 2.

B Stage 2 This stage of GRUB is stored in a disk partition. When loaded by
Stage 1, Stage 2 presents a graphical menu on the screen that allows the user
to select the kernel image that should be loaded. Like LILO, you can configure
GRUB with a default image and a timeout value. If the user doesn’t select
an option within the timeout period, the system will automatically boot the
default kernel image. A typical GRUB menu is shown in Figure 11-10.

Like LILO, it’s also possible to install Stage | in the boot partition. In addition,
there may actually be a GRUB Stage 1.5 on some deployments. Stage | can
either load Stage 2 directly, or it may point to Stage 1.5, which resides in the
first 30KB after the MBR of the hard disk. Stage 1.5 then loads Stage 2.

With this overview in mind, let’s talk about installing GRUB.
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m The GRUB boot menu

SUSE Linux 10.1

Floppy
SUSE Linux 10.1 (Failsafe)

Boot Options

Language

Installing GRUB

One of the things that I really like about GRUB is the fact that you don’t have to
re-install the bootloader every time you make a minor configuration change. After
it’s initially installed, you can modify your configuration files and the changes will
be applied the next time GRUB is loaded because Stage 2 reads directly from the
configuration file on disk.

To initially install GRUB, you enter grub-install device at the shell prompt. The
device option is the name of the device whose MBR you want to install Stage 1 into.
For example, if you wanted to install GRUB Stage 1 in the MBR of the first IDE
hard drive in your system, you would enter grub-install /dev/hda. This is shown in
Figure 11-11.
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ISR 1osaliing GRUB

[ tux@OpenSUSE:~- Shell No. 2 - Konsole _I;:,_'}

Session  Edit View  Bookmarks  Seflings  Help

OpensSUEE : /hoot # grub-install Adev/hda [3
Frobing dewvices to guess BIOS drives. This may take a long time.

Installation finished. Mo error reported.

This 15 the contents of the dewice map AbootSgrubldevice.map.

Check if thls is correct or not. If any of the lines 1s lncorrect,

fix it and re-run the script “grub-install'.

LFd0o) Sdew a0
LhdO) Sdew s hda
OpenSUSE : /hoot # |

(6] spheil . 2

Bllep

With GRUB installed, you're ready to configure it. Let’s discuss how this is
done next.

Configuring GRUB

To configure GRUB, you need to edit a text-based configuration file in much the same
manner as the LILO boot manager we discussed earlier. However, with GRUB, the
name of the file you need to edit can vary from distribution to distribution. Table 11-2
lists some common implementations by distribution.

Some distributions, such as Fedora, symbolically link /etc/grub.conf to the /boot/
grub/grub.conf file. The easiest way to find out which file you should use to configure
grub is to simply switch to your /boot/grub directory and look for either a grub.conf
or a menu.lst file, as shown in Figure 11-12.

Whichever file name your GRUB configuration file uses, it will use a standard
structure. Remember that your LILO configuration file used a global section and

GRUB Configuration Files

GRUB Configuration File Distribution

/boot/grub/grub.conf Fedora
/boot/grub/menu.lst SUSE Linux, Debian
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m Identifying your GRUB configuration file

L_I" tux@linux1:~ - Shell No. 3 - Kensole REM)

Session Edil View  Bookmarks  Sefings  Help

linuxl: /bootsgrub # 1s-1 []
total 204

-ry-r—-—-r—— 1 root root 10 Mow 16 15:00 default

—r——————= 1 root root 30 Oct 10 1Z2:41 dewvice.map

—rW-r-—-r-- root oot 7424 Apr 22 2006 eZfs_stagel 5

1
-rw-r—--r--— 1 root root 7296 Apr 22 2006 fat_stagel_ 5
-rw-r—--r--— 1 root root 6560 Apr 22 2006 ffs_stagel 5
-rw-r—--r--— 1 root root 6560 Apr ZZ2 2006 1so9660_stagel 5
1

- ———— root oot 000 Apr 22 20068 Jfs_stagel 5
—P——————— 1 root root 754 Oct 10 12:41
-ru-r-—r—— 1 root root BYZ0 Apr ZZ2 2006 minlx_stagel 5
-ry-r—-—-r—— 1 root root H0Z4 Apr 22 2008 relserts_stagel_ 3
-rw-r—--r--— 1 root root 912 Apr 22 Z006 stagel

-rw-r—-r—-— 1 root root 100714 Oct 10 1Z2:41 stageZ

-ru-r-—r—— 1 root root 6912 Apr 22 2006 ufsZ_stagel 5

-rw-r—--r--— 1 root root 6112 Apr ZZ2 2006 wstafs_stagel 5
-rw-r—--r--— 1 root root 8744 Apr 22 2006 xfs_stagel_ 5
liruxl:/bootsgrub # |

I |_!JSheII | |_!J5hell M. 2 ] |_!J5hell Mo, 3 J

A

then one or more image-specific sections. The GRUB configuration file works in
much the same manner. The first part of your GRUB configuration file contains
global options that apply to all menu items. Then it has one or more title sections
that are used to launch a specific operating system. This is shown in Figure 11-13.

Before we explore the entries in the sample GRUB configuration file in
Figure 11-13, we need to review some GRUB nomenclature. First of all, GRUB
references disks and partitions in your system in a manner that may be unfamiliar.
When we worked with LILO, we used the entries in /dev to reference devices and
partitions, such as /dev/hdal.

GRUB references these devices differently. Instead of using a /dev entry, GRUB
uses the following syntax:

hddrive number,partition number

For example, the first partition on the first hard drive (/dev/hdal or /dev/sdal) is
referenced by GRUB as hd0,0. It doesn’t matter if the first disk is an IDE or a SCSI
drive, GRUB refers to it as hdO. This really threw me for a loop when I first started
working with GRUB. In my mind, “hd” meant an IDE hard disk. After many
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m A typical GRUB configuration file

LI tux@linux1:~ - Shell No. 3 - Kensole =

Session  Edil View  Bookmarks Sefings Help

Bl Modified by YaSTZ. Last modification on Tue Oct 10 18:41:13 UTC Z0O0A -

color whitesblue blackslight-gray
detault O

timeout &

gfxmenu (hdl,0)/message

###Don't change thils comment - ¥a5STZ i1dentifler: Origlnal name: linuxH#H
title SUSE Linux 10.1

root (hd0,0)

kernel Avmlinuz root=/dew/sdal wza=0x314 resume=/sdev/sdaZ splash=sile
nt showopts

initrd Ainltrd

###Don't change thils comment - ¥a5TZ i1dentifler: Origlnal name: floppy##s
title Floppy
chainloader (£dO)+1

###Don't change thils comment - ¥as3TZ identifler: Origlnal name: faillsatfek#d
title Fallsate —- SUSE Linux 10.1
root (hd0,0)

] -
"L /menu.lst" 22L, 754C 1,1 Tap |+
I T | (5] Shell rio. 2 ] || shell No 3 J =

misconfigured GRUB menus, [ finally figured out that “hd” to GRUB means any
hard drive, SCSI or IDE.

The other thing that really threw me was the fact that GRUB creates its own
“root” called the GRUB root. This isn’t necessarily the root file system mounted
at /. Instead, it’s the partition where the /boot directory resides (where Stage 2 is
installed). Here’s the confusing part: If you haven’t created a separate partition for
/boot when you first partitioned your hard drive, then GRUB will use the full path
to refer to the GRUB root, which is usually /boot/grub. If, on the other hand, you
have created a separate partition for /boot (a very common practice), then this
partition becomes the GRUB root. GRUB then refers to files in the GRUB root
without including /boot in path. This will drive you crazy until you get used to it.

Because the system used to create Figure 11-13 has a separate partition for /boot,
[ felt like we needed to review these two facts before proceeding. Otherwise, many
of the entries in the menu.lst file won’t make sense. With this in mind, let’s step
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GRUB Configuration File Options

Section Option Description
Global color Specifies the colors to be used in the GRUB menu.
default Specifies the menu item that will be booted automatically if the user doesn’t make
a manual selection. In Figure 11-13, the first menu option (0) will be booted
automatically if the user doesn’t specify otherwise.
timeout Specifies the number of seconds to wait until the default menu item is automatically
booted. In Figure 11-13, the timeout period is set to 8 seconds.
gfxmenu  Specifies the location of the image file that will be used to display the graphical
GRUB boot menu. In Figure 11-13, the message file on the first partition (0) of the
first hard drive (hd0) will be used for the GRUB boot menu. Remember, because this
system has a separate partition for /boot, /boot is omitted from the path to files, such
as message, in the GRUB root. The true path to this file is /boot/message.
Title title Specifies the title of the menu item in the GRUB boot menu.
root Specifies the location of the partition that is to be mounted as the GRUB root. In

Figure 11-13, this is hd0,0, which specifies the first partition (0) of the first hard
drive (hd0). Remember in Figure 11-13 that the system has a separate partition
(/dev/sdal) for /boot.

kernel Specifies the location of the Linux kernel. In Figure 11-13, the GRUB menu points to
[/boot/vmlinuz, which is actually a link that points to the actual Linux kernel file in /boot.
The root= option specifies the partition that will be mounted as the root file system.
The vga= option specifies the VGA mode the system should use during boot. The
resume= option points to the system’s swap partition.

initrd Specifies the initrd image that should be used by GRUB to create the initial ramdisk
image during boot. In Figure 11-13, the /boot/initrd image is specified. Like vmlinuz,
the initrd file in /boot is actually a link to the real initrd image file.

through each of the lines in the GRUB configuration file and discuss what each does
in Table 11-3.

One of the cool things about GRUB is that you can manage the boot process
interactively. This is something LILO can’t do. Instead of being stuck with whatever
is configured in the menu.lst or grub.conf file, you can customize your own boot
process. To do this, complete the following:

I. In the GRUB menu, press the esc key.

2. When prompted that you are leaving the graphical boot menu, select OK. When
you do, the text-based GRUB menu is displayed, as shown in Figure 11-14.

3. If you want to edit the menu item, press . When you do, the screen in
Figure 11-15 is displayed.
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m The text-based GRUB menu

GHU GRUB wersion B.97 (638K lower - 26HB32K upper merory)

SUSE Linux 18.1

Floppy
Failsafe —-- 3SUSE Linux 18.1

Use the * and | keys to select which entry is highlighted.
Press enter to boot the selected 0S, ‘e’ to edit the

comMands before booting, or 'c’ for a command-line.

In this screen, you can arrow up or down to select the appropriate line and
then press E again to edit. If you want to add a new line, press 0. Press B when
you’re ready to start the boot process.

4. You can also access a GRUB prompt by pressing . When you do, the screen
shown in Figure 11-16 is displayed.

ISR cciting 2 GRUB menu item

GHU GRUB wersion B.97 (638R lower - 26BB32KE upper memory)

root C(hdB@,8)

kernel Avmlinuz root=s/dev/sdad vga=8x314 resume=/dev/sda?2 splash=+
initrd Zinitrd

Use the T and 4 keys to select which entry is highlighted.
Press 'b’ to boot, e’ to edit the selected command in the
boot sequence, 'c’ for a command-line, ‘o’ to open a new line
after ('0° for before) the selected line, ’'d’ to remove the
selected line, or escape to go back to the main menu.
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GNU GRUB wersion B.97 (B638R lower ~ 26BB32R upper memory)

[ Minimal BASH-like line editing is supported. For the first word, TAB
lists possible command completions. Anywhere else TAB lists the possible
coMpletions of a devicesfilemame. ESC at any time exits. 1

grub> _

You can enter help at the grub prompt to display information about creating
GRUB menu lines from the grub> prompt. You can also press TAB to see a list of
commands that you can enter at the grub> prompt. You can also press Esc to return
to the GRUB menu.

Now that you understand how to configure the GRUB bootloader, here are some
possible scenario questions and their answers.

SCENARIO & SOLUTION

Your Linux distribution installed the LILO bootloader = You can enter grub-install device_name at the shell

by default when it was installed. You want to use prompt. For example, if you want to install GRUB
GRUB instead. How can you overwrite LILO with on your first IDE hard drive, you would enter grub-
GRUB? install /dev/hda.

You need to configure the GRUB bootloader on Some distributions, including SUSE Linux, use

a SUSE Linux system. However, you can’t find the /boot/grub/menu.lst instead of grub.conf to configure
grub.conf file in /boot/grub. Why is this? the GRUB bootloader.

You want to configure your GRUB bootloader on You would need to add the following:

your Linux system such that the second menu item
is the default item loaded if the user doesn’t make a
selection. What command would you need to enter
in the GRUB configuration file?

default 1
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Let’s practice working with the GRUB bootloader in the following exercise.

EXERCISE |1 1-1

Al

A

Working with GRUB

In this exercise, you will practice customizing your GRUB menu. This exercise
assumes that you've installed a distribution such as SUSE Linux or Fedora, which
uses GRUB by default. Complete the following:

Boot your Linux system and log in as a standard user. If you used the lab exercise
in Chapter 3 to install your system, you can log in as tux with a password of
M3linux273.

Open a terminal session.

3. Switch to your root user account by entering su — followed by your root user’s

password.

At the shell prompt, enter Is -1 /boot/grub. Identify whether your distribution
uses the grub.conf or the menu.lst file to configure grub.

At the shell prompt, enter vi /boot/grub/menu.lst or vi /boot/grub/
grub.conf, depending on which file your system uses.

Press INSERT.

Scroll down to the timeout line.
Change the value of timeout to 12.
Press Esc.

Save your changes to the file and exit vi by entering :exit.

. At the shell prompt, enter reboot. Wait while the system restarts.

Notice in the GRUB menu that you now have 12 seconds to make a selection
before the default menu item is started.

Before we finish discussing bootloaders, we need to discuss how to create a dual-boot
system. Let’s do that next.
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Using a Bootloader to Create a Dual-Boot System

on the

Qob

If you take a look at the Linux+ objectives, you'll see that the objective covering
bootloaders requires that you know how to create a dual-boot system. When we say
dual-boot, we’re talking about a system that can boot to either Linux or some other
operating system, most likely a version of Windows.

Back in the late 1990s and early 2000, I used this option very frequently.
However, I use it less and less as the years go by. The availability of virtualization
software, such as VMware, makes the dual-boot option less desirable, in my
opinion. However, you still have to know about dual-boot for Linux+, so we’re
going to spend some time reviewing how this is done here. We'll cover the
following topics:

B Dual-boot considerations
B Configuring a dual-boot system with GRUB
B Configuring a dual-boot system with NTLOADER.EXE

Let’s begin by discussing some considerations you need to keep in mind when
creating a dual-boot system.

Dual-Boot Considerations

As we've progressed through this chapter, ['ve mentioned several times that the
Linux bootloaders are capable of booting operating systems other than Linux,

such as Windows. It also works the other way around. You can use the Windows
bootloader to launch Linux. The first consideration you need to take into account is
which bootloader you want to use.

Installing a dual-boot system using LILO or GRUB is really pretty easy. Most
Linux installation routines will automatically detect the existing Windows OS and
automatically create the appropriate menu item in GRUB or LILO for you.

Installing a dual-boot system using the Windows bootloader (NTLOADER.EXE)
is a little more challenging. The problem is that the Windows installation routine
doesn’t detect Linux if it is installed first. You'll have to run through a series of steps

(discussed later) to get NTLOADER to run the Linux kernel.

I suggest that, unless you have an overriding reason to do otherwise, you use
GRUB or LILO as your bootloader when creating a dual-boot system. It’s
much easier and faster to set up.
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The second consideration you need to keep in mind is that of disk space.

The key issue is that each operating system needs its own partition (or partitions).
The problem is that whenever you install an operating system, the default behavior
for most installation routines is to partition and format the entire disk for that

OS. If this happens, and it usually does, then you don’t have room on the disk for
additional partitions for the new OS.

In this situation, you have several options. First, you could delete all partitions off
the disk and reinstall everything from scratch. Usually, this isn’t the most desirable
option. It’s a lot of work. Usually, critical data and applications have already been
installed and created in the first operating system.

The second option is to use partition management software to shrink the existing
partition on the disk enough to provide room for the second operating system’s
partition. For example, the YaST installer used by SUSE Linux has the capability
of shrinking your Windows partition during the installation process. This process
usually works. However, be warned that I have lost data in the past using these tools.
The latest versions of these partition management utilities seem to be much more
reliable, but I still don’t trust them 100 percent.

Another option in this scenario is to use disk-imaging software (such as Ghost or
MaxBlast) to create an image of the existing partition on the drive. Most of these
utilities allow you to create the image file over a network connection on a remote
computer. Then, you can wipe the disk clean, create a new smaller partition for the
original operating system, and restore the image to the smaller partition. As long as
the new partition isn’t smaller than the amount of space consumed by the original
operating system, this process works very smoothly. Once done, you can then create
additional partitions in the free space on the disk for the second operating system
you want to install.

The last option is to simply install a second hard drive in the system and use
it for the second operating system. Hard disks used to be very expensive, making
this option less desirable. Today, however, hard disks are very inexpensive when
you consider how much space you get. If you don’t want to go through the hassle
of reinstalling, repartitioning, or shrinking partitions, then this is a great option.

With these considerations in mind, let’s spend some time discussing how you
actually go about creating a dual-boot system.
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Configuring a Dual-Boot System Using GRUB

Creating a dual-boot system with GRUB isn’t very difficult at all, once you've
configured your system with enough free space for both operating systems. The
overall process is as follows:

. Install your Windows operating system first, if it hasn’t already been done.

Be sure to leave enough free (unpartitioned) space on the disk for the second
operating system.

The order in which you install operating systems is fairly critical. The key
point to understand is that the bootloader of the last OS installed will be

the one installed in the MBR when you’re done. If you install Linux second,
the LILO or GRUB bootloader will be the last one installed in the MBR
(overwriting the Windows bootloader that was installed there first).

. Install your Linux operating system. The installation routines for many

Linux distributions will detect the existing operating system on the disk and
automatically create a LILO or GRUB menu item for you that will launch it.
For example, in Figure 11-17, the SUSE Linux YaST installer identified the
Windows operating system installed in the first disk partition and automatically
added a menu item to GRUB for you.

However, the installer used by some distributions may not detect the presence
of the other operating system in the existing partitions. If this is the case,
then you can manually add the appropriate lines to your LILO or GRUB
configuration files. I've provided some examples you can use as a starting
point in the next step.

Be warned, however, that some installers may try to delete the existing
partition(s) by default in their partitioning proposals. If you want to keep the
existing operating system, you need to create a custom partitioning proposal
that preserves the existing partition.

. Check your bootloader configuration file and verify that an entry for the new

operating system has been created. If you're using GRUB, you should see an
entry similar to the following:

title Windows
chainloader (hd0,0)+1

This points the system to the Windows kernel files located in the first
partition of the first hard disk in the system. The chainloader directive tells
GRUB to turn control over to a different bootloader, which in this case,
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Adding aWindows menu item to GRUB

In the table, each
section represents
one item in the boot
menu.

Press Edit to display
the properties of the
selected section.

By pressing Set as
Default, mark the
selected section as
default. When
booting, the boot
loader will provide a
boot menu and wait
forthe userto select
the kernel or other 05
to boot. If no key is
pressed before the
time-out, the default
kermnel or 05 will be
booted. The order of
sections inthe boot
loader menu can be
changed using the Up
and Down buttons.

Press Add to create a
new boot loader
section or Delete to
delete the selected
section.

From Other, you can
rmanually editthe
boot loader
configuration files,
clearthe current

-

5

Boot Loader Settings

Section Management Boot Loader Installation

Def. | Label Type |Image/Device
'SUSE Linux 10.1 Image ',Fbomt-".lmlinuz (/dew/hdag, root=/dev/hdag)
Windows Cther fdev/hdal
Flappy COther /devfd0

Failsafe — SUSE Linux 10.1 Image /bootivmlinuz (/dev/hdak, root=/dev/hdag)

=
-

| Down |

Add || Edit || Delete

| Set as Default

| Other =

| Back |

| Abort |

would be NTLOADER.EXE, located in the first partition of the first
hard drive.

If your distribution uses LILO, you should see an entry similar to the
following:

other=/dev/hdal
label=WindowsXP

Like GRUB, the Windows bootloader is divided into two parts. One part is
simply a pointer in the MBR. The main part of the Windows bootloader
resides in the Windows boot partition. Using the configurations just specified,
the GRUB or LILO bootloader simply points to the Windows bootloader in
the Windows partition and turns control over to it to boot the system.

637
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When you boot your system, you should see a new GRUB or LILO menu item added
that allows you to boot Windows in addition to Linux, as shown in Figure 11-18.

With this in mind, let’s now discuss how to configure a dual-boot system using the
Windows bootloader.

Configuring a Dual-Boot System with NTLOADER.EXE

As I mentioned earlier, creating a dual-boot system with a Linux bootloader is
relatively easy. However, creating a dual-boot system using the Windows bootloader
(NTLOADER.EXE) is not nearly so straightforward. Here’s what you need to do:

I. Install Windows first on the hard drive. As before, be sure you leave plenty of
extra unpartitioned space on your drive for Linux.

2. Install Linux into the free space on the drive. Be sure your Linux installer
doesn’t try to delete your Windows partition in the process. In addition, be
sure to install your Linux bootloader in the first sector of the partition that

m Booting Windows using GRUB

SUSE Linux 10.1

Hindows
Floppy
SUSE Linux 10.1 (Failsafe)

Boot Dptions

Language
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contains the /boot directory, as shown in Figure 11-19. It is very important
that you do not install GRUB in the MBR of the drive. If you do, the
Windows bootloader will be overwritten by GRUB.

Be sure to note the partition where GRUB was installed. In Figure 11-19, it
was installed in /dev/hda3.

3. Wait while the system is installed.

4. When complete, make a copy of your Linux system’s boot sector onto a floppy
diskette by doing the following:

a.

C.

Insert a blank, formatted floppy diskette into your system’s floppy drive
and mount it.

At a shell prompt, enter dd if=boot_partition of=floppy_mount_point/

linux.bin bs=512 count=1.

For the system in Figure 11-19, you would enter dd if=/dev/hda3 of=media/
floppy/linbootl.bin bs=512 count=1. This command copies your Linux
boot sector to a file named linbootl.bin on your floppy diskette.

Use umount to unmount your floppy diskette.

5. Restart your computer system and boot into your Windows operating system.

6. Configure your Windows bootloader by completing the following:

a.

- 0o a o

Log in as Administrator or as a user who is a member of the Administrators
group on your Windows system.

Insert your floppy diskette and copy the linbootl.bin file from it to C:\ on
your Windows partition.

If not already done, click My Computer and open your C:\ drive.
Select Tools | Folder Options | View.

Select Show Hidden Files and Folders.

Deselect Hide Protected Operating System Files and select Yes when
prompted to confirm.

Select OK. You should now see a file named boot.ini. This is the
configuration file for your Windows bootloader.

In My Computer, right-click boot.ini and select Properties.
Make sure the Read-Only attribute is not marked, then select OK.
Open C:\boot.ini in Notepad.
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k. At the end of the file, add the following line:

C:\linbootl.bin="Linux"

I.  Add a blank line to the file after the last line.

m. Save the changes to the file and close Notepad.

7. Reboot your system. You should now have a menu item in your Windows
bootloader that will allow you to boot your Linux operating system.

Now that you understand the Linux boot process and bootloaders, let’s talk about
managing runlevels.

m Installing GRUB in the /boot partition

Boot Loader [«] Boot Loader Settings
pe
To selectwhether to

install a boot loader | Section Management | Boot Loader Installation

and which bootloader
to install, use Boot

Loader.

Boot Loader s

Options Boot Loader

To adjust options of - ______
the boot loader, such | GRUB [~] Boot Loader Options

asthe time-out, click
Boot Loader Options.

Boot Loader

Location —Boot Loader Location
The boot manager =
(grub) can be ) Master Boot Record of /dev/hda

;:ﬁt:\:iendg';;:‘; (@ Boot Sector of Boot Partition /dev/hda3
- In the Master Boot
Record {MBR). This is
not recommended if
there is another () Other
operating system N
installed on the
computer.

[} Floppy Disk /devffd0

|/devinda3| [~]

-In the Boot Sector of
the /boot or / {root) Boot Loader Installation Details
partition. Thisis the
recommended option
wheneverthere is a
suitable partition. iy
Either set Activate == | Other v |
Boot Loader Partition |7 F——,

| Back Abort Finish
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SCENARIO & SOLUTION

You're setting up a dual-boot system that will run
both Windows and Fedora Linux. You want to use
the GRUB bootloader to provide the user with a
menu allowing them to select the operating system
they want to use. Which operating system should be
installed first on the hard drive?

You want to create a dual-boot system. Your computer
already has Windows installed on it. When you try
to install Linux, the installation routine generates an

error indicating there isn’t any free space on the drive.

Why is this happening and how can you fix it?

You're installing a dual-boot system. You've already
installed Windows and are now installing Linux.
Given that you want to use the Windows bootloader,
where should you install the GRUB bootloader for

your Linux system?

Manage Linux Runlevels

You should install Windows first and Linux second.
The Fedora installer should detect the Windows
installation and automatically create a GRUB menu
item for you.

The Windows partition (NTFS) uses the entire hard
drive. To fix it, you must do one of the following:

B Reinstall Windows with a smaller
partition.

B Resize the existing partition.

B Image the existing partition and restore it to a
smaller partition.

B Add asecond drive to the system.
You need to install GRUB into the boot partition,

not into the MBR. If you install into the MBR, you
will overwrite the existing Windows bootloader.

CERTIFICATION OBJECTIVE 11.03

If you've worked with Linux before, you may have heard the term “runlevel” used.
've noticed that the concept of a runlevel is difficult for many new Linux users to
understand. In this part of this chapter, we’ll review what a runlevel is and how you
can manage runlevels on your system. The following topics will be covered:

B How runlevels work

B Managing runlevels
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Let’s begin by discussing how runlevels work.

How Runlevels Work

To manage a Linux system, you need to have a sound understanding of how runlevels
work. In this part of this chapter, we’ll discuss the following:

B What is a runlevel?

B Defining runlevels in /etc/inittab

Let’s begin by discussing what a runlevel is.

What Is a Runlevel?

So what exactly is a “runlevel”? It sounds complicated, but when you get right down
to it, it really isn’t. A runlevel represents one of several different modes that your
Linux system can run in. A runlevel on a Linux system is similar, in many ways, to
a startup mode on a Windows system. If you've used Windows, you know that you
can press the F8 key during system boot and select one of several startup modes, as
shown in Figure 11-20.

For example, if you're having trouble with a particular device or driver in your
Windows system, you can boot it in Safe Mode, which will load the operating system
with only a minimal set of drivers so you can troubleshoot the problem.

m Windows startup modes

llindows Advanced Options Menu
Please select an option:

Safe Mode
Safe Mode with Hetworking
Safe Mode with Command Prompt

Enable Boot Logging
Enable UGA Mode
Last Known Good Configuration (your most recent settings that worked)

Directory Services Restore Mode (Hindows domain controllers only)
Debugging Mode

Start Windows Normally

Reboot
Return to 05 Choices Menu

Use the up and down arrow keys to move the highlight to your choice.
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Linux runlevels are similar. Like a Windows startup mode, Linux runlevels allow
you to specify the mode in which you want your system to run. Linux uses seven
default runlevels that you can choose from, as shown in Table 11-4.

As you can see in Table 11-4, there are some differences between Linux runlevels
and Windows startup modes. First of all, runlevel O halts the system while runlevel
6 reboots the system. In addition, you can specify a default runlevel for your system
as well dynamically switch between runlevels while the system is running. You can’t
do that with Windows!

These runlevels are defined through the /etc/inittab file. Let’s review how this file
works next.

Defining Runlevels with /etc/inittab

Remember from the previous chapter that the init process is the grandparent of all
other processes. It is the process that is first run by the kernel and is responsible for
loading the system processes that make Linux work. The init process is configured
in the /etc/inittab file. A typical inittab file for a SUSE Linux system is shown in
Figure 11-21.

The syntax of commands within the inittab file is identifier:runlevel:action:
command. For example, as you can see in Figure 11-21, the first parameter defined
in inittab specifies the default runlevel of the system. This parameter takes the form
of id:5:initdefault. This command tells the init process to boot into runlevel 5 by
default. Remember that runlevel 5 runs Linux in multi-user mode with networking

and the GUI desktop enabled.

TABLE |1-4 Linux Runlevels
Runlevel Description

Halts the system.

Runs Linux in single-user mode. The command-line interface is used.

Runs Linux in multi-user mode with networking disabled. The command-line interface is used.

Runs Linux in multi-user mode with networking enabled. The command-line interface is used.

Unused.

Runs Linux in multi-user mode with networking enabled. The graphical user interface is used.

NN | | W I |—= | O

Reboots the system.
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IR he /etciiniteab file

L1 tux@linux1:~ - Shell Mo. 2 - Konsole B0

Session  Edil View  Bookmarks  Sefings Help

runlevel
runlevel
runlevel
runlevel
runlevel
runlevel
runlevel

THET TR

[Eprm—p——
RN )
R ]

[ ] RN N RN ]

is
is
is
is
is
is
is

# The default runlewvel 1s defined here
id:5:initdefault:

# First script to be executed, if not booting in emergency (—b) mode
s1::bootwalt: etc/init.d bhoot

Jdetc/init.dsSre takes care of runlewvel handling

System halt (Do not use this for initdefault!)
Single user mode

Local multiuser without remote network (e.g. NFS)
Full multiuser with network

Mot used

Full multiuser wlth network and xdm

System reboot (Do not use this for initdefault!)

rwalt:SetoSinit.dAsre O
rwaltSetoSinit.dAre 1
rwalt:SetoSinit.dAre 2
13:3walt:fetc/init.dlre 3
#ld:4:walt:/etc/init.dfro 4
15:5:walt:fetc/init.dsre O
lo:6iwalt:fetoc/init.dAre B

|| Shell No. 3

i

on th?

Qob

In addition, the inittab file also defines what init scripts are run in each runlevel.
This is done using the following lines:

10:
11:
12:
13:

:wait:/etc/init.d/rc
:wait:/etc/init.d/xc
:wait:/etc/init.d/xrc
:wait:/etc/init.d/rc

w N BB o
w N P o

#14:4:wait:/etc/init.d/rc 4

15:
16:

The syntax for commands within the inittab file is identifier:runlevel:action:

S5:wait:/etc/init.d/rc 5
6:wait:/etc/init.d/rc 6

command. The wait action specified in these commands tells the init process
to wait until the scripts for the specified runlevel have finished running before
moving on.

Also, notice that the definition for runlevel 4 is commented out. Runlevel 4

isn’t implemented in Linux.
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As we discussed in the previous chapter, all of the init scripts that start and stop
services on your system are located in one of two directories, depending upon your
distribution:

B System V Linux distributions that use System V init scripts store them in
the /etc/rc.d directory. Within /etc/rc.d are a series of subdirectories named
rc0.d through rc6.d. Each of these directories is associated with a particular
runlevel. Within each of these subdirectories are symbolic links that point to
the init scripts for your system daemons, which reside in /etc/rc.d/init.d. Red
Hat Linux and Fedora use System V—type init scripts.

B BSD Linux distributions that use BSD-style init scripts store them in the
[etc/init.d directory. Within /etc/init.d are a series of directories named rc0.d
through rc6.d. As with System V init scripts, these directories are associated
with a specific runlevel. These directories contain links that point to the init
scripts in /etc/init.d. SUSE Linux uses this type of init script.

When the system boots up, init runs the scripts defined in /etc/inittab for the
particular runlevel it’s booting into. For example, if your system is configured to boot
into runlevel 5, then init runs the scripts that are contained in /etc/rc.d/rc5.d or
[etc/init.d/rc5.d, depending on your particular distribution. The runlevel 5 scripts for
a typical SUSE Linux system are shown in Figure 11-22.

As you can see in Figure 11-22, these aren’t the real scripts in this subdirectory.
They are symbolic links to the real script files contained in the init directory (in this
case /etc/init.d).

In addition to init scripts, there are several other important script files contained
in /etc/init.d or /etc/rc.d/init.d that you need to be aware of for your Linux+ exam.
These are listed in Table 11-5.

In summary, init completes the following tasks as it initializes a BSD-type
system:

B Runs the /etc/init.d/boot script to prepare the system.

B DProcesses [etc/inittab to determine the appropriate runlevel and scripts.
B Runs the scripts in the appropriate runlevel directory in /etc/init.d.

B Runs the /etc/init.d/boot.local script.
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m Init scripts in /etc/init.d/rc5.d

D tux@linuxl:~ - Shell No. 2 - Konsole

Session  Edil View  Bookmarks  Sefings Help

liruxl:™ # 1s JYetc/init.d rc5.d -1 [~]
total O

lrw=rwxrwx 1 root root Z2 Oct 10 14:32 KOlSoSEdirewzllZ_setup = Lo/ SuSES1rew
allZ_setup

Lrwsrwseoru root root 13 Dec 1 14:40 KOY9cupsrenice —» .. cupsrenice
L= root root 7 Oct 10 1Z2:34 Ellcron = ../ cron

L= root root & Oct 10 1Z2:34 Kllsmbfs =» .. smbfs

L= root root 9 Oct 10 14:31 Kll=inetd = .. =inetd

L= s root root B Jan 8 04:29 Kilratd -» L =td

L= s root root 7 Oct 10 12:34 Kllnscd - .. nscd

Lrwsrwsrus root root 10 Oct 10 1Z:34 KiZpostiix —-» . postiix

L= s root root B Oct 10 12:30 KlZwdm —» .. =dm

L= s root root 12 Oct 10 14:50 Klizlszsound - .. zlsasound
Lrwsrwsrus root root 7 Oct 10 1Z:34 KilZcups —» ../ cups

root root 12 Oct 10 1Z:30 KiSmicrocods -3 ../ /microcode
root root 13 Oct 10 1Z:37 FKilipowersaved —» ../ powersaved
root root 9 Oct 10 1Z:30 KilZsplash —» ../ splash

root root 7 Oct 10 1Z:33 Kilsisshd —» ../ =s=hd

root root B Oct 10 1Z:30 Kildnts -> ../ nfs

root root 10 Oct 10 1Z:31 Kildntshboot -»> ../ nfsboot

root root 9 Oct 10 1Z2:27 KiSauditd —» .. zuditd

root root 16 Oct 10 1Z:28 KiShoot.apparmor —» ../ boot.apparmor
root root 10 Oct 10 1Z:30 FiSportmap —-» .. portmap

root root 15 Oct 10 1Z:27 KilSsplash_early —-» ../ /splash_early
root root & Oct 10 1Z:33 Kilbmdnsd —-» ../ mdnsd

root root 13 Oct 10 1Z:38 FKilibnowvell-zmd —-» ../ novell-zmd
root root 9 Oct 10 1Z:30 Kilbsysloz —» ../ sy=slog

root root 10 Oct 10 1Z:27 Fl/network -» ../ network

root root 11 Oct 10 1Z:32 FKiY9=sarlykdm -»> ../ earlykdm

root root 11 Oct 10 12:28 KZlezrlykbd -> ../ sarlykbd

L= s
Lrusrn=rus
Lrusrn=rus
Lrusrn=rus
Lrusrn=rus
Lrusrn=rus
Lrusrn=rus
Lrusrn=rus
Lrusrn=rus
Lrusrn=rus
Lrusrn=rus
Lrusrn=rus
Lrusrn=rus
Lrusrn=rus
Lrusrn=rus
Lrwsrws=rus

e N e ol T e e e e e e e e N el =

(1)

58] sheii No. 2 | (] Shell No. 3

g

On a System V-type system, init does the following as it gets the system up and
running:

B Runs the /etc/rc.d/sysinit script to prepare the system.

B DProcesses /etc/inittab to determine the appropriate runlevel and scripts.

B Runs the scripts in the appropriate runlevel directory in /etc/rc.d/.

B Runs the /etc/rc.d/rc.local script.



Manage Linux Runlevels &4.7

TABLE 11-5 Important Files in /etc/init.d

File Init Function
Style

Re BSD and  This script is used to switch between runlevels while the system is running.
System V

Halt BSD This script can stop or reboot your system. It is run if the current runlevel is
changed to 0 or 6.

Boot BSD This script is run by init when the system first starts. It runs the scripts contained
in /etc/init.d/boot.d. These scripts accomplish a variety of startup tasks, such as
loading kernel modules, verifying the file systems, and setting the system clock.

boot.local ~ BSD This script is also run by init at startup. It contains additional startup commands. This
script is extremely useful. If you want to run a particular command automatically at
startup, you can insert the command into this file with a text editor.

rc.sysinit  System V' This script’s function is similar to the boot script on a BSD-type system. It’s used to
set the path, check the file system for errors, set the system clock, etc.

rc.local System V' This script’s function is similar to that of the boot.local script on a BSD-type

system. You can add your own commands to this script to ensure they are run every
time the system boots.

SCENARIO & SOLUTION

The /etc/inittab file on your system contains the Your system will boot into runlevel 3 by default.
following line:

id:3:initdefault

What is your default runlevel?

You're using a Fedora Linux system. Where are the The Fedora distribution uses System V init scripts, so
directories located that define which scripts will be its runlevel directories are located in /etc/rc.d. These
run at each runlevel? directories are named rc.0 through rc.6.

What process does the init process follow on a The init process completes the following tasks as it
BSD-type distribution when the system is booting? initializes a BSD-type system:

B Runs the /etc/init.d/boot script to prepare the
system.

B Processes [etc/inittab to determine the ap-
propriate runlevel and scripts.

B Runs the scripts in the appropriate runlevel
directory in /etc/init.d.

B Runs the /etc/init.d/boot.local script.
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With this background in mind, you’re ready to learn how to manage runlevels on
your system. Let’s do that next.

Managing Runlevels

on the

Oob

Managing runlevels is a very important aspect of administering a Linux system. You
need to know how to configure the default runlevel as well as specify which system
processes (daemons) are automatically started at a particular runlevel.

Recall in the preceding chapter that I mentioned that one of the first things [ do
after installing a new Linux system is to go through and turn off all of the unneeded
services that run automatically. This saves memory and CPU utilization and also can
plug up security holes in the system. In this part of the chapter, we’re going to discuss
how this is done. We'll cover the following topics:

B Configuring the default system runlevel
B Changing runlevels from the shell prompt

B Configuring services to run by default at a specified runlevel

Let’s begin by learning how to configure the default system runlevel.

Configuring the Default System Runlevel

As you saw earlier in this chapter, the system’s default runlevel is specified in the
[etc/inittab file, shown in Figure 11-23.

You can change this by simply changing the second value in the command to
the default runlevel you want to use. For example, suppose I wanted to change my
system from the default runlevel of 5, shown in Figure 11-23, to a default runlevel of
3. I would simply open /etc/inittab in a text editor and change the value 5 to a value
of 3. After saving the file and rebooting, the system would boot into runlevel 3.

In addition to changing runlevels at boot time, you can also change them on the
fly as you're using the system. Let’s discuss how this is done next.

Changing Runlevels from the Shell Prompt

If you think changing the default runlevel is easy, changing runlevels on the fly is

runlevel. For example, if my system is running in runlevel 5 and [ want to switch to
runlevel 3, I can simply enter init 3 at the shell prompt.

You have to switch to your root user before you can run the init command.
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m Setting the default runlevel

L1 tux@linux1:~ - Shell Mo. 2 - Konsaole &0

Session  Edil View  Bookmarks  Sefings Help

# A
# JSetc/inittab

#

# Copyright (c) 1996-2Z002 SuSE Linux AG, Muernberg, Germany. All rights rese
rwved.

T

Author: Florlan La Roche, 1996
Flease send feedback to http:/www.suse.de/feedback

This 1= the main conflguration file of ssbinsinlt, which
1s executed by the kernel on startup. It describes what
scripts are used for the different run-levels.

All scripts for runlewvel changes are in Setc/init.ds.

This fille may be modified by SuSEconfig unless CHECK_IMITTAE
in setcs/sysconflgs/suseconflg 1s set to "no”

HFH T TN T R

H The default runlewvel i= defined here
1d:9:1inltdefault:

# First script to be executed, if not booting in emergency (—b) mode
s1::bootwalt: /etc/init.d hoot

# JSetc/inlt.dsrc takes care of runlewvel handling

H

# runlevel 0 1is System halt (Do not use this for initdefault!)

# runlewvel 1 1s 3Single user mode a

"setoc/inlttab" 98L, Z951C 19,1 Top |«
| Sheil No. 2| (il Shell No. 3 i

After entering the command, the system switches to runlevel 3, as shown in
Figure 11-24.

When you change runlevels with the init command, the init process runs the rc
script and tells it to switch to the appropriate level. The rc script reads /etc/inittab
for the current runlevel and stops all of the services associated with that runlevel
using the scripts in the appropriate runlevel directory in your init directory. The rc
script reads [etc/inittab and runs the appropriate start scripts in the new runlevel’s
directory in the init directory.
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on the If you look inside an rcx.d directory within your distribution’s init directory, you
Qob will see two scripts for each system process. One starts with an “S” and one
starts with a “K.” The scripts that start with S are used to start a process while
the scripts that start with “K” are used to kill a process. These are the scripts
employed when switching between runlevels on the fly as just described.

If you enter init O or init 6 at the shell prompt, the system will halt (init 0) or
reboot (init 6).
Finally, let’s review the process for configuring services to run at system boot.

m Changing to runlevel 3 on the fly

SUSE Linux 10.1

Starting service kdm done
Starting ZENworks Management Daemon done
Starting RPC portmap daemon done
Importing MNet File System (NF3) unused
Starting auditd done
Starting service at daemon done
Starting cupsd done
Starting nfsboot (sm—notify) done
Checking-updating CPU microcode done
Starting Mame 3ervice Cache Daemon done
Starting mail service (Postfix)Starting powersaved: done
done
Starting CRON daemon done
Mount 3MB- CIF3 File Systems unused
Starting 33H daemnon done
Starting INET services. (xinetd) done
Starting Firewall Initialization (phase 2 of 2) SuSEfirewallZ2: Warning: ip6tables does not suppo
rt state matching. Extended IFuvb support disabled.
iptables-batch v1.3.5: unknown protocol ‘ftp' specified
Try ‘iptables-batch -h’ or ’iptables-batch —help’ for more information.
Su3EfirewallZ: Error: iptables-batch failed, re-ruming using iptables
done

iptables vl1.3.5: unknoun protocol ‘ftp’ specified
Try ‘iptables -h’ or 'iptables —help’ for more information.

done
Master Resource Control: runlevel 5 has been reached
Skipped services in runlevel 5: nfs smbfs

Welcome to 3USE LINUX 10.1 (i586) - Kermel 2.6.16.13-4-default (ttyl).

linuxl login:
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Configuring Services to Run by Default

at a Specified Runlevel

Earlier, we talked about using the boot.local and rc.local scripts to automatically

run a command at system boot. Notice, however, that we said these scripts are used
to run commands, not system services (daemons). If you want to configure a system
service to run automatically at boot, you must associate it with a system runlevel and
specify whether the service will be turned off or on.

Whenever you install a daemon, whether during system installation or by using
the rpm utility, an init script is copied to your init directory (/etc/init.d or /etc/rc.d/
init.d). You can use the chkconfig command to configure which runlevels each of
your init scripts are associated with.

If you want to view a service’s configuration, enter chkconfig -1 daemon_name
at the shell prompt. You can also enter chkconfig —I to see the status of all daemons
installed on your system. For example, in Figure 11-25, the chkconfig -1 ntp
command has been issued.

As you can see in Figure 11-25, the ntp service has been configured to not
automatically start at any runlevel. However, suppose we wanted the ntp daemon
to run automatically at runlevels 3 and 5. We could make this happen by entering
chkconfig —s ntp 35. This specifies that the ntp service (specified by the —s option)
be enabled at runlevels 3 and 5. This is shown in Figure 11-26.

To disable a service, enter chkconfig service_name off. For example, to disable
the ntp service enabled in Figure 11-26, you would enter chkconfig ntp off.

H[U]{HUPYIIM Checking a daemon’s status with chkconfig

L] tux@linuxi:~- Shell Ho. 3 - Konsole =

Session  Edit View  Bookmarks Sefings Help

tuxBlinuxl:"> su -
Password :

liruxl:™ # chkconfiz -1 ntp
D:off 1:off Zioff Zioff 4d:off S:off 6:ioff
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m Enabling a daemon with chkconfig

L] tux@linux1:~ - Shell Mo_ 3 - Kensole B

Session  Edit View  Bookmarks  Seflings Help

[

linux1l:™ # chkconflg -s ntp 35
linuxl:™ # chkconflg -1 ntp
ntp O:off 1:0ff Z:off 4:off B:off

linuxl:™ # |

=] shen Mo, 2

Let’s practice working with Linux runlevels in the following exercise.

EXERCISE |1-2 %

Working with Linux Runlevels

In this exercise, you practice manipulating runlevels on your Linux system.
Complete the following:

I. Boot your Linux system and log in as a standard user. If you used the lab exercise
in Chapter 3 to install your system, you can log in as tux with a password of
M3linux273.

2. Open a terminal session.

3. Switch to your root user account by entering su — followed by your root user’s
password.

4. Practice changing your current runlevel from the shell prompt by doing the
following:

a. View your current runlevel by entering runlevel at the shell prompt.
The first number displayed indicates your system’s previous runlevel;
the second number indicates your system’s current runlevel.

If you installed a graphical system, your current runlevel should be 5.
b. Switch to runlevel 3 by entering init 3 at the shell prompt.
When prompted, log in as your root user.

d. Switch back to runlevel 5 by entering init 5 at the shell prompt.
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5. Change your default runlevel to 3 by doing the following:

a. Open a terminal session.

=

At the shell prompt su to your root user account.
At the shell prompt, enter vi /etc/inittab.

Scroll down to the line that reads id:5:initdefault:.
Press INSERT.

Change the number 5 in this line to 3.

Press Esc, then enter :exit.

Sm ™o a o

Reboot your system by entering init 6 at the shell prompt.

Your system should boot into a text-based login shell.
i. Log in as your root user.

j- At the shell prompt, use vi to edit /etc/inittab to change the default
runlevel back to 5.

k. Power off the system by entering init O at the shell prompt.
I.  Power the system back on and log back in to your system as a normal user.

6. Practice enabling the ntp daemon at runlevels 3 and 5 on your system. The
ntp daemon is used to synchronize your local Linux system’s clock with the
clock on other computer systems. Complete the following:

a. Open a terminal session and su to your root user account.

b. At the shell prompt, use the rpm utility to verify that the xntp package has
been installed on your system. If it hasn’t, use the steps presented earlier in
this book to install the xntp package from your distribution CDs.

c. At the shell prompt, enter vi /etc/ntp.conf.

d. Scroll down to the lines that read:

server 127.127.1.0 #local clock (LCL)

fudge 127.127.1.0 stratum 10 #LCL is unsynchronized
e. Press INSERT.

f. Add a new line below the fudge line.

g. Add the following directive on the new line:

server bigben.cac.washington.edu
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This directive is used to configure the ntp service to synchronize your
local computer’s time with the time on the bigben.cac.washington.edu
public ntp server on the Internet.

h. Press esc; then enter :exit.

i. Start the ntp service by entering /etc/init.d/ntp restart or /etc/rc.d/init
.d/ntp restart at the shell prompt. You should see messages that the daemon
is starting and that it’s getting its time from bigben.cac.washington.edu.

j- Configure the ntp daemon to automatically start at runlevels 3 and 5 by
entering chkconfig —s ntp 35 at the shell prompt.

k. Check the status of the ntp daemon by entering chkconfig -1 ntp at the
shell prompt. You should see runlevels 3 and 5 set to ON.

Excellent work! You're on your way to Linux+ certification! Let’s review what we
learned in this chapter.

CERTIFICATION SUMMARY |

In this chapter, you learned how to manage the Linux boot process. We began this
chapter by reviewing how the Linux boot process works. We broke the boot process
down into three phases:

B The BIOS phase
B The bootloader phase
B The kernel phase

In the BIOS phase, the computer’s BIOS chip has control of the system. Its main
jobs are to set up the basic hardware in the system, test the hardware using the power
on self test (POST) routine, and then locate a device with boot files on it.

In the bootloader phase, the BIOS turns control of the system over to a
bootloader. The key job of the bootloader is to point to and load your operating
system’s kernel. The bootloader can reside in the master boot record (MBR) of
the boot device or in the boot partition on the drive. Linux bootloaders can be
configured with a menu that provides the end user with several options for booting
the operating system. They can even be configured to point to and load non-Linux
operating systems, such as Windows.



Certification Summary @5 5§

The Linux bootloader may also create a virtual hard drive in your system’s RAM,
called a ramdisk, and copy a basic root file system to it. This virtual file system can
be used by your Linux kernel to load the software it needs to access your real storage
devices, check them, and mount them. This virtual file system is called the initrd
image.

In the kernel phase, the bootloader loads the operating system into your system
RAM from the hard drive or other boot device. Your Linux kernel is located in /boot
in the file system and is named vmlinuz-version.gz. After the kernel has been loaded,
the following occurs in the kernel phase:

B The kernel initializes the basic hardware in your system using the various
settings in your BIOS and your CMOS chips.

B The kernel searches for and uses the initrd file system to run the linuxrc
program to set up the system.

B When linuxrc has finished executing, the initrd file system is dismounted and
the ramdisk is destroyed.

B The kernel probes for new hardware and loads the appropriate driver
modules.

B The real root (/) file system is mounted.

B The kernel loads the init process.

We then turned our attention to configuring Linux bootloaders. The first Linux
bootloader we looked at was the LILO bootloader. LILO used to be the default
bootloader used by most Linux distributions. Recently, most distributions have
shifted away from LILO toward the GRUB bootloader. If your system currently
uses GRUB and you want to switch to LILO, you must first create an /etc/lilo.conf
configuration file. Then simply enter lilo at the shell prompt. By default, this will
overwrite GRUB with LILO in the MBR of your boot device.

You can use the —b option with the lilo command to specify where LILO is
installed. If you specify a storage device, such as /dev/hda, then LILO will be
installed in the MBR of the specified device. If you specify a partition on a device,
such as /dev/hdal, then LILO will be installed in that partition.

Once LILO has been installed, you can customize how it works using the /etc/
lilo.conf file. After making any configuration changes in this file, you must re-install
LILO by entering lilo at the shell prompt.

Some hardware will require you to use ELILO instead of LILO. ELILO is an
enhanced version of LILO. ELILO is also backward-compatible with standard
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Intel x86 hardware, so you can use it on your traditional Linux system instead of
LILO as well.

After discussing LILO, we next discussed the GRUB bootloader. We pointed out
that the GRUB bootloader is used by most current Linux distributions. We pointed
out that GRUB is divided into several stages:

B Stage 1 Usually stored in the MBR. It points to the location of Stage 1.5 or
Stage 2.

B Stage 1.5 Stored in the first 30KB after the MBR. It points to the location
of Stage 2.

B Stage 2 Stored within a disk partition. Presents the end user with a menu to
select the operating system to boot.

We next pointed out that the file used to configure GRUB depends on your
distribution. Some distributions use /boot/grub/grub.conf; others use /boot/grub
/menu.lst. GRUB refers to hard disks in the system as hdx, where x is the number of
the drive in the system. Both SCSI and IDE drives are referred to in this manner.
Partitions on the drive are referred to as hdx,y, where vy is the number of the
partition on the drive.

If you've created a separate partition for your /boot directory in the file system,
then GRUB will use this as the GRUB root and will refer to files within /boot/grub
without including /boot in the path. If your /boot directory doesn’t have its own
partition, then GRUB will use the full path to refer to the /boot/grub/ files.

One of the cool features of GRUB is that it provides you with the ability to
interactively manage the boot process. You can modify boot menu items at system
startup to customize how the system boots. You can also create new boot menu items
interactively by accessing the grub> prompt.

After working with GRUB, we were sufficiently prepared to discuss creating a
dual-boot system. Most operating system bootloaders, including LILO, GRUB, and
the Windows bootloader NTLOADER, are capable of booting operating systems
other than their own native OS. This allows you to install two operating systems on
the same hard drive and use the bootloader to select which one you want to use.

When creating a dual-boot system, keep the following considerations in mind:

B If creating a Windows/Linux dual-boot system, always install Windows first
and Linux second.

B [t’s usually easier to use GRUB or LILO than NTLOADER as your dual-boot
bootloader.

B You need to leave sufficient unpartitioned space on your hard drive for both
operating systems. If you don’t, you'll have to either re-install from scratch,



Certification Summary @857

resize the existing partition to a smaller one and re-image the existing partition,
or install additional hard drives to accommodate subsequent operating systems.

We then spent some time learning how to configure a dual-boot Windows/
Linux system using the GRUB bootloader. To do this, first install Windows. Then
install Linux. Usually, most Linux installation routines will detect the Windows
installation and automatically create a GRUB menu item for you. If not, you'll
need to create a menu item manually by editing your GRUB configuration file that
appears similar to the following:

title Windows
chainloader (hdx,y)+1

Replace x with the number of the disk and y with the number of the partition on
the disk where Windows is installed.

We then discussed how to use NTLOADER as your bootloader in a Linux/
Windows dual-boot system. To do this, first install Windows on the drive. Then
install Linux in the free space on the drive. When you do, be sure that you install
GRUB into the boot partition, not the MBR. Then you need to make a copy of your
Linux system’s bootloader on a floppy diskette using the dd command. Copy the
resulting file to your Windows C:\ drive root directory. Then open your C:\boot.ini
file in a text editor and add the following line:

C:\filename="Linux"

After saving the file and rebooting, you should see a menu item added that will
load your Linux operating system.

After discussing how to create dual-boot systems, we then turned our attention to
managing runlevels on Linux. We first discussed how runlevels work. Linux defines
seven runlevels (0-6) that do the following:

B O Halts the system.

B 1 RunsLinux in single-user mode.

B 2 Runs Linux in multi-user mode with networking disabled.

B 3 Runs Linux in multi-user mode with networking enabled.

B 4 Unused.

B 5 RunsLinux in multi-user mode with networking enabled. The graphical
user interface is used.

B 6 Reboots the system.
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The /etc/inittab file is used to configure what happens in each runlevel. This file
also defines the default runlevel that your system will boot into. Your system’s init
directory contains a series of subdirectories named rc.0 to rc.6 that each contains
symbolic links to init scripts that should be run for the respective runlevel.

On a BSD-type system, the init process completes the following tasks as it
initializes the system:

B Runs the /etc/init.d/boot script to prepare the system.
B DProcesses /etc/inittab to determine the appropriate runlevel and scripts.
B Runs the scripts in the appropriate runlevel directory in /etc/init.d.

B Runs the /etc/init.d/boot.local script.

On a System V-type system, the init process does the following as it gets the
system up and running:

B Runs the /etc/rc.d/sysinit script to prepare the system.
B DProcesses /etc/inittab to determine the appropriate runlevel and scripts.
B Runs the scripts in the appropriate runlevel directory in fetc/rc.d/.

B Runs the Jetc/rc.d/rc.local script.

We then shifted gears and discussed how to manage runlevels. We first discussed
how to configure the default system runlevel in /etc/inittab. We then discussed how
to change runlevels on the fly. This is done using the init command. You simply
enter init runlevel from the shell prompt. When you do this, the init process runs
the rc script, which shuts down services associated with the current runlevel and
starts scripts associated with the runlevel you're switching to.

We ended the chapter by discussing how to specify which services run at each
runlevel. This is done using the chkconfig command. Entering chkconfig -1 will list
each service and the runlevels they are configured to run at. To configure a service
to start at a particular runlevel, enter chkconfig —s service_name runlevels. To turn
off a service, enter chkconfig service_name off.
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TWO-MINUTE DRILL

Explain How the Linux Boot Process Works

a
a

Q

a

In the BIOS phase, the computer’s BIOS chip has control of the system.

The BIOS tests the system hardware using the power on self test (POST)
routine and then locates a storage device with boot files on it.

In the bootloader phase, the BIOS turns control of the system over to a
bootloader.

The bootloader points to and loads your operating system’s kernel.

The bootloader can reside in the master boot record (MBR) of the boot
device or in the boot partition on the drive.
The Linux bootloader may also create a virtual hard drive in your system’s

RAM, called a ramdisk, and copy a basic root file system to it.

This virtual file system (called the initrd image) is used by the Linux kernel
to load the software it needs to access your real storage devices, check them,
and mount them.

In the kernel phase, the bootloader loads the operating system into your
system RAM from the hard drive or other boot device.

The Linux kernel is located in /boot and is named vmlinuz-version.gz.

Configure Linux Bootloaders

a
a

LILO used to be the default bootloader used by most Linux distributions.

If you want to install LILO, you must first create an /etc/lilo.conf configuration
file; then enter lilo at the shell prompt.

You can use the —b option with the lilo command to specify where GRUB is
installed.

You configure LILO using the /etc/lilo.conf file.

After making any configuration changes in this file, you must re-install LILO
by entering lilo at the shell prompt.

If you're using Intel Itanium or Apple Macintosh hardware for your Linux
system, you'll need to use ELILO instead of LILO.

ELILO is also backward-compatible with standard Intel x86 hardware, so you
can use it on your traditional Linux system instead of LILO as well.
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The GRUB bootloader is used by most current Linux distributions.
GRUB is divided into several stages: Stage 1, Stage 1.5, and Stage 2.

Some distributions use /boot/grub/grub.conf; others use /boot/grub/menu.lst to

configure GRUB.

GRUB refers to hard disks in the system as hdx, where x is the number of the
drive in the system.

Partitions on the drive are referred to as hdx,y, where y is the number of the
partition on the drive.

If you've created a separate partition for your /boot directory, GRUB will
use this as the GRUB root and will refer to files within /boot/grub without
including /boot in the path.

If your /boot directory doesn’t have its own partition, then GRUB will use
the full path to refer to the /boot/grub/ files.

GRUB allows you to modify boot menu items at system startup to customize
how the system boots.

GRUB allows you to create new boot menu items interactively by accessing
the grub> prompt.

Most operating system bootloaders are capable of booting operating systems
other than their own native OS.

This allows you to install two operating systems on the same hard drive and
use the bootloader to select which one you want to load.

If creating a Windows/Linux dual-boot system, you should always install
Windows first and Linux second.

It’s usually easier to use GRUB or LILO than NTLOADER as your dual-boot
bootloader.

You need to leave sufficient unpartitioned space on your hard drive for both
operating systems.

Usually, most Linux installation routines will detect the Windows installation
and automatically create a GRUB menu item for you.

To use NTLOADER as your bootloader in a dual-boot system, you must use
the dd command to make a copy of your Linux boot sector and copy it to the
C:\ drive under Windows. Then you must manually edit C:\boot.ini to add
a menu item that points to the boot sector file.
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Manage Linux Runlevels
Q Linux defines seven runlevels (0—6):
0 Halts the system.
Runs Linux in single-user mode.
Runs Linux in multi-user mode with networking disabled.
Runs Linux in multi-user mode with networking enabled.
Unused.

Runs Linux in multi-user mode with networking enabled. The graphical

(S 2 B O S

user interface is used.

6 Reboots the system.

Q The /etc/inittab file is used to configure what happens in each runlevel.

Q /etc/inittab also defines the default runlevel that your system will boot into.

Q Your system’s init directory contains a series of subdirectories named rc.0 to
rc.6 that each contains symbolic links to init scripts that should be run for
the respective runlevel.

O You can change runlevels on the fly using the init command by entering init
runlevel from the shell prompt.

Q When you change runlevels, the init process runs the rc script, which
shuts down services associated with the current runlevel and starts scripts
associated with the runlevel you're switching to.

Q You can configure services to run a specific runlevel using the chkconfig
command.

Q Entering chkconfig -1 will list each service and the runlevels they are
configured to run at.

Q To configure a service to start at a particular runlevel, enter chkconfig —s
service_name runlevels.

Q To turn off a service, enter chkconfig service_name off.
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his is going to be a fun chapter! As | mentioned earlier in this book, I'm a true techie at

heart. | love playing with PC hardware. | spend way too much time scouring hardware

vendor catalogs and far too much money ordering new parts. (My local UPS delivery
driver and | are on a first-name basis.) Every computer | own is a “Frankenstein” system made of
a variety of parts from many different sources.

In this chapter, we're going to discuss how to install hardware in your system and
configure Linux to support it. We're going to cover the following topics:

B Managing hardware and kernel modules
Configuring power management
Burning CDs and DVDs

Implementing RAID

Configuring X Windows

INSIDE THE EX-AN

Configuring Hardware

For your Linux+ exam, you need to be very B Be prepared to answer a number of
comfortable working with PC hardware in questions about RAID levels. You
a Linux environment. Expect to see several should be familiar with the process of
questions about loading kernel modules and setting up a hardware-based RAID ar-
installing codecs. Be sure you know where ray and a software-based RAID array.
kernel modules are stored in the system and B Be very familiar with X Windows. Be
the commands that are used to manage them. sure you can identify which version of
You also need to know how to perform a the X Server a particular system is
variety of hardware-related tasks: using. You should know how to use Linux

tools to configure X Windows to work
with your video hardware. You should
be familiar with video-related terms
such as synchronization rate, resolution,

B Be prepared to answer a limited number
of questions regarding power manage-
ment. You should know the difference

between APM and ACPL and color depth. You also need to know
B Be sure you know how to burn CDs and how to specify which window manager
DVD:s on Linux.

your system should use.
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Let’s begin this chapter by discussing how to manage hardware and drivers.

CERTIFICATION OBJECTIVE 12.01

Manage Hardware and Kernel Modules

Back in the “old” days of Linux, working with hardware was hit and miss at best. If
you were installing commonly used hardware from a well-known vendor, it would
usually work. However, if you were installing specialty hardware or hardware from a
less-visible vendor, chances were that the device wouldn’t work under Linux.

Why? The key issue was one of driver support. Linux wasn’t taken seriously in
those days, so most hardware vendors didn’t invest any time in developing a Linux
driver for their hardware. Unless you were capable of writing your own driver, you
had to rely on the good graces of a software developer somewhere in the world
taking the time to write one that would support your hardware.

Fortunately, things have changed dramatically in today’s IT environment. Linux
is no longer viewed as a “plaything” for hobbyists. It’s quickly gaining acceptance
as a reliable, enterprise-level operating system. As a result, Linux driver support is
relatively good. It isn’t perfect yet, but it’s getting better each year. I predict that it
won’t be much longer before Linux hardware drivers are as ubiquitous as Windows
drivers currently are.

For your Linux+ exam, you need to be very familiar with how to manage hardware
and drivers under Linux. In this section, we’re going to discuss the following:

B How drivers work under Linux
B Managing kernel modules
B Working with codecs

Let’s begin by discussing how drivers work under Linux.

How Drivers Work Under Linux

If you are going to be responsible for managing Linux systems, it’s very important
that you understand how drivers work on the operating system. If you’ve used a
Windows system, you’re probably already familiar with the process required to load
a driver to support a piece of hardware. However, the way drivers work under Linux
is somewhat different.
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on the

Qob

To make sure you are proficient with Linux drivers, we’re going to cover the
following topics in this part of the chapter:

B What exactly is a driver anyway?

B How drivers are implemented under Linux

To effectively manage drivers under Linux, you first need to understand what a
driver is in the first place. Let’s start by defining what a driver is and how they work
on Linux.

What Exactly Is a Driver Anyway?

The key idea you need to understand when discussing drivers is the fact that the
CPU on your motherboard doesn’t natively know how to communicate with other
hardware devices installed in your system. It doesn’t know how to send video data
to the video board; it doesn’t know how to save data on your hard drive; it doesn’t
know how to send data to the sound board.

To be able to do these things, the CPU needs instructions in the form of software
that tell it how to communicate with these devices. The type of software and where
it is stored depends on the type of device the CPU needs to communicate with.
Generally speaking, PC hardware devices can be divided into three categories:

B Devices that are almost always present and don’t have any configurable
parameters. Devices in this category are usually present in most PC systems.
They have no configurable parameters and aren’t likely to be upgraded.
Devices in this category include your system speaker, your system clock, and
your keyboard. The software needed for your CPU to communicate with
devices in this category is stored in your motherboard’s BIOS chip.

You can’t directly configure or modify this software.The only way to update
this software is to download and install an update to the BIOS. This process
is called flashing the BIOS. Your BIOS chip is composed of flash memory that
is persistent when the system is powered off. However, it can be erased and
rewritten with new information.

B Devices that are almost always present and have configurable
parameters. These devices include your system RAM, your hard disk drives,
and your floppy diskette drive. The amount of RAM present in the system
can vary, the size and geometry of your hard drives can vary, and the type of
floppy diskette drive installed can vary. The BIOS alone can’t handle these
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types of devices. Separate software for each and every type of device would
have to be burned into the BIOS chip, which isn’t practical.

Instead, we configure parameters for these devices in the complementary metal
oxide semiconductor (CMOS) chip that is integrated into the BIOS. The
CMOS chip is a RAM chip that can be dynamically written to and erased. One
of the programs stored in your BIOS is the CMOS setup program. You press a
particular keystroke at system startup to load the setup program, which allows
you to specify parameters for hardware devices in this category, as shown in
Figure 12-1.

Once configured, software in your BIOS can read the parameters stored in
your CMOS chip to obtain the parameters it needs to allow the CPU to
communicate with these devices.

Devices that may or may not be present in a given system. Devices in
this category include network boards, sound boards, FireWire boards, and
so on. The CPU still needs software to communicate with these devices.
However, there are so many different makes and models of these devices
that it is completely unfeasible to store all the software needed for every last
device within the BIOS chip. Instead, we store the software the CPU needs
to communicate with on the system’s hard drive. As the system boots, the
operating system loads the software (called a driver) from the hard disk into
RAM. Once done, the CPU has the instructions it needs to communicate
with the associated hardware.

» Primary Master [Prinary Master 1

_/+
Enter
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Module
subdirectories

In this chapter, we’re primarily concerned with drivers associated with this last
category of hardware. There are two different ways in which these drivers can be
implemented under Linux. Let’s discuss how this is done next.

How Drivers Are Implemented Under Linux

There are two different ways in which Linux can implement a device driver for a
particular piece of hardware in your PC system. First of all, the driver can be loaded
as a kernel module. Once the Linux kernel has been loaded into memory during the
boot process we reviewed in the previous chapter, it can be configured to load kernel
modules, which allow the CPU and operating system to work with the hardware
installed in the system.

Kernel modules have a .ko or .o extension and are stored within the /lib/modules/
kernel_versionfkernel/drivers directory on your Linux system. Within this directory
are a series of subdirectories where kernel modules for your hardware devices are
actually stored. These are shown in Figure 12-2.

L] tux@linux1:~ - Shell No. 2 - Konsole _,l'_i',}

Session  Edil  VWiew Bookmarks Sefings  Help

linuxl:/lib/modules/Z.6.16.13-4-default /' kernel/drivers # ls -1 [«]
total 2

drusr—xr—:x
drwxr—xr-:x
drwxr—xr-x
drwxr—xr-x
drusr—xr—:x
drusr—xr—:x
drusr—xr—:x
drwxr—xr-:x
drwsr=mxr=x
drwxr—xr-x
drusr—xr—:x
drusr—xr—:x
drusr—xr—:x
drwxr—xr-:x
drwsr=mxr=x
drwxr—xr-x
drusr—xr—:x
drusr—xr—:x
drusr—xr—:x
W —xr—x
drwsxr—xr-x
drwsr—xr—x
drusr—xr—:x
drusr—xr—:x
drwxr—xr-:x
W —xr—x
drwsxr—xr-x
drwsr—xr—x

root root 440 Oct 10 1Z2:34 zcpil
root root 483 Oct 10 12:34 atm

root root 33 Oct 10 12:34 base
root root 400 Oct 10 1Z2:34 block
root root 360 Oct 10 1Z2:34 bluetooth
root root 280 Oct 10 1Z:34 cdrom
root root 1120 Oct 10 1Z:34 char
root root 272 Oct 10 1Z2:34 cpufreq
root root 30 Oct 10 12:34 crypto
root root 30 Oct 10 12:34 dma

root root 136 Oct 10 1Z:34 firmware
root root 1184 Oct 10 1Z:34 hwmon
root root 184 Oct 10 1Z2:34 iZc

root root 283 Oct 10 12:34 ide

root root 296 Oct 10 12:34 ieeel354
root root 120 Oct 10 12:34 infiniband
root root 280 Oct 10 12:34 input
root root 288 Oct 10 1Z:34 isdn
root root 560 Oct 10 1Z:34 md

root root 144 Oct 10 1Z2:34 media
root root 96 Oct 10 12:34 message
root root 72 Oct 10 12:34 misc
root root 136 Oct 10 1Z:34 mmc

root root 392 Oct 10 1Z2:34 mtd

root root 3024 Oct 10 12:34 net

root root 184 Oct 10 1Z2:34 parport
root root 72 Oct 10 12:34 pci

root root 304 Oct 10 12:34 pcmcla

[y

[y

[N
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For example, the kernel modules used to support your IDE devices are stored in
the ide subdirectory, as shown in Figure 12-3.

The second way hardware support can be implemented in Linux is to actually
compile the necessary driver support directly within the kernel itself. Doing so
requires that you manually recompile your kernel from its source code and specify
which hardware support you want integrated directly within the kernel in the process.
After doing so, kernel modules for those devices are no longer needed because the
operating system now has all the software it needs within the kernel itself.

This sounds like a pretty great way to do things, right? So why don’t we compile
the drivers for all the hardware in the system directly into the kernel? It is a good
strategy for some drivers; however, as a general rule of thumb, you should limit the
drivers compiled into the kernel to only those drivers the system needs to boot up
(keyboard drivers, hard disk drivers, floppy disk drivers, etc.). The rest should be
loaded as kernel modules.

There are a couple of really good reasons for doing things this way. First of all,
each driver you compile into the kernel increases the overall size of the kernel. You
should try to keep your kernel as lean and clean as possible. Second, configuring
a kernel is a more complex operation, requiring in-depth information about the
hardware and what each configuration element provides.

Finally, the issue of modularity comes into play. If you never modify, upgrade, or
reconfigure your computer system, then compiling more drivers directly into the
kernel may make sense. However, it doesn’t make sense for PC surgeons like me. I'm
constantly adding, removing, and reconfiguring hardware in my PCs. Using kernel
modules, I can load and unload support for my hardware devices very quickly from
the command line. If | compiled them into the kernel, I may end up with a bloated
kernel that contains support for hardware that is no longer in the system. Kernel
modules allow your system to be much more dynamic.

L] tux@linux1:~ - Shell No. 2 -Kcnso]e_fz_'-';}

Session  Edil  Wiew Bookmarks Sefings  Help

linuxl:/lib/modules/Z.6.16.13-4-default kernel/drivers/1lde # ls -1
total 237

—-ru-r——r-— 1 root root 40468 May 3 2006 ide-cd.ko
—-ru-r——r-— 1 root root 118608 May 3 2006 ide-core.ko
-rw-r—-—r-— 1 root rooct 18048 May 3 Z006 ide-disk.ko
-rW-r—--r-— 1 root root 19416 May 3 Z006 ide-floppu.ko
-rw-r--r-— 1 root root z2460 May 3 2006 ide-generic.ko
-rw-r-—-r-— 1 root root 35592 May 3 Z006 ide-tape.ko
druwxr—-xr-x 2 root root 240 Oct 10 12:34 lecacy
druwxr—-xr-x 2 root root 904 Oct 10 12:34 pci

linuxl:/lib/modules/Z.6.16.13-4-default /kernel /driversside # [

L

|| Shell No. 3

2
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We'll be focusing primarily on kernel modules in this chapter. Let’s discuss how to
manage your kernel modules next.

Managing Kernel Modules

Using the /proc
directory

When I first started learning about managing kernel modules back when Linux was
young, I was really intimidated. It sounded really difficult. Like many other aspects

of Linux, however, it’s really pretty easy. In this part of this chapter, we’re going to
discuss how to manage kernel modules on your system. We're going to cover the
following topics:

B Viewing installed hardware

B Using shell commands to manage kernel modules

Let’s start by discussing how to view the hardware installed on your system.

Viewing Installed Hardware

A key skill you need to have as a Linux system admin is to know how to view
currently installed hardware in the system. One of the best tools for doing this is
the good old /proc directory. We introduced you to /proc in Chapter 6. The /proc
directory doesn’t actually exist in the file system. Instead, it’s a pseudo file system
that is dynamically created whenever it is accessed. As you can see in Figure 12-4,

the /proc directory contains a subdirectory for each process running on your system,
as we discussed in Chapter 6.

tux@linux1:~- Shell No. 2 - Konsole

Session  Edit  View  Bookmarks Setings  Help
linuxl:/proc # 1s [«]
1 Ze01l 3178 3669 3747 asound iomem self
1273 2e78 3183 3670 3201 buddyinfo ioports slabinfo
1327 2712 3197 3671 3804 bus irg splash
1375 2787 3198 3872 4 cmdline kallsyms stat
z Zg0y 3356 3673 45998 config.gzz kcore SWaps
2215  Zgz3i 3393 3674 4847 cpulnfo kmsg sYs
2229 2840 342 3706 5 crypto loadawvg sysro-trigzer
2230 2841 342z 3718 7 devices locks syswipc
2247 2933 3445 FVE0 OV diskstats mdstat tty
z2294 3 3431 3VzZZ & dma meminfo uptime
2308 3003 345z 3723 8Z0 driver misc version
Z23e0 301 3468 37ZB 913 execdomalns modules wmstat
2377 30Z 3585 37E9 9F th mounts zoneinfo
2391 30el1 3583 3733 93 filesystems mtrr
24353 3119 3599 3738 94 fs net
2472 3176 3646 3743 95 ide partitions
2557 3177 3665 3745 acpl  interrupts scsl
linuxl:/proc # [
|8 shell No. 3 [
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@linux1:~ - Shell No. 2

Session Edit View Bookmarks Sefings  Help
processor Hol

vendor_id : Genuinelntel

cpu family 215

model I

model name : Intel(R) Pentium(R} 4 CPU 2.50GHz

stepping : 8

cpu MHz @ 2504.720

cache size : 91z KB

foiv_bug : no

Hhlt_bug : no

FOOF_bug @ no

coma_bug : no

fou :oyes

fpu_exception :oyes

cpuid lewel HI

wp T oyes

flags fpu wme de pse tsc msr pas mce cxd aplc sep mtrr pEge mca cm
ow pat pse36 v:l-F‘lush dts acpl mmx fxsr sse sseZ ss ht

bogomips 5030.1

. B et o 2 | sl ho. 3

However, also notice in Figure 12-4 that /proc contains a number of other files.
Some of the more useful files include the following:

B cpuinfo Contains details about the CPU installed in the system. You can

use cat, less, more, or any text editor to view the contents of this file, as
shown in Figure 12-5.

devices Contains a list of devices installed in the system.
dma Contains a list of DMA channel assignments in the system.

interrupts Contains a list of IRQ assignments in the system. A sample is
shown in Figure 12-6.

iomem Contains a list of I/O port assignments in the system.

modules Contains a list of all the kernel modules currently being used by
the system. A sample is shown in Figure 12-7.

tux@linuxt:~ - Shell No. 2 -

Session  Edil View Bookmarks Sefings  Help

CPUQ
756310 I0-APIC-edge timer
1336 I0-APIC-edge 18042
o] I0-APIC-edge parport0
2 I0-AFIC-edge rtc
0 I0-APIC-level acpi
3925 I0-APIC-edge 18042
27046 I0-AFIC-edge 1idel
(0265 I0-APIC-level Buslogic BT-95%
248 I0-APIC-level Ensonilg AudioPCI, uhci_hcod:uskhl
2889 I0-AFIC-level ethO
0

A sveino 2 [ o sneive.3 [




678 Chapter 12: Configuring Hardware

FIGURE 12-7

Viewing the
/proc/modules file

tux@linux1:~ - Shell No. 2 - Kensole

Session Edil  View Bookmarks ¢

gs  Help

joycdey 9024 0 - Live OxdOceS000 -
=t 34332 0 - Live Oxd0c70000
=r_mod 14500 0 - Live OxdOch0000
lp 10948 0 - Live Oxd0c3b000
parport_pc 34916 1 - Live Oxd0c46000
Iparpnrt 3zz00 2 lp,parport_pc, Live Oxd0cS51000
ipt_LOG 5632 13 — Live OxdOc3f000
<t_limit 2432 13 - Liwe OxdOcZb000
<t_pkttype 1792 3 - Liwve Oxd0cZd000
af_packet 19336 0 - Liwve 0xd0c3zZ000
snd_pcm_oss 42752 0 - Live Oxd1341000
snd_mixer_oss 16512 1 snd_pcm_oss, Live Oxd131d000
=snd_seq_midi 8960 0 - Live Oxd12d3000
snd_seq_midi_ewvent 8400 1 snd_seq_midil, Live Oxd1Zc4Q00
=nd_seq 47216 2 snd_seq_midi,snd_seg_mildi_event, Live Oxd13ZE000
edd 8516 0 - Live Qxdi12d1000
button 672 0 - Live Oxdl12a7000
battery 9476 0 - Live OxdlZc7000
ac 4996 0 - Live OxdlZadQoO
ipBt_REJECT 4992 3 - Live OxdlZbf000
xt_tcpudp 3072 45 - Live OxdlZbd000
ig EJECT 5120 3 ive OxdliZaz0oQ

[ Sheil e, 2

i sheil No. 3

(Al

B version Contains the information about the version of the Linux kernel
running on the system.

B /scsi/ Contains files that contain information about the SCSI devices in
your system if you're using a SCSI adapter.

B /bus/devices Contains information about the USB devices in the system.

B /ide/ Contains files that contain information about the IDE devices in your
system.

Most Linux distributions also include a variety of command-line tools that you
can use to view information about the hardware in your system. Some of these tools
actually pull their information right out of the /proc directory we’ve been reviewing.
You can use the following commands:

B hdparm —a /dev/device Displays information about your hard drive. Replace
device with hda, hdb, sda, sdb, etc.

B sg scan Scans your SCSI bus and lists all the devices connected to your
SCSI controller. This is shown in Figure 12-8.

B scsiinfo -1 Lists your connected SCSI devices.

B ponpdump Scans your ISA bus and lists any ISA plug-n-play cards found, if
in use.

B Isusb Displays information about USB devices connected to your Linux
system.

With this information in hand, you’re now ready to learn how to manage kernel
modules from the shell prompt. Let’s do that next.
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tux@linux1:~- Shell No. 2 - Konsole

Session  Edil  View Bookmarks Sefings  Help

linuxl:/proc/ide/ldel/hdc # hdparm -a Sdev/sda
Adevisda:
readahead = 1024 {on)

linuxl: proc/idesidel/hdc # sg_scan

ddew/sg0: scsi0 channel=0 1d=0 lun=0
Sdews/sgl: scsi0 channel=0 id=1 lun=0
Sdevs/sglZ: scsi0 channel=0 1d=Z lun=0
ddev/sg3: scsi0 channel=0 1d=3 lun=0
linuxl: proc/idesidedl/hdc # B

B GD

| Shell No. 3

Using Shell Commands to Manage Kernel Modules

As with most other operating systems, you can list, load, or unload Linux kernel
modules. While there are many graphical utilities available that can do this, we're
going to focus on accomplishing these tasks from the shell prompt.

To view all currently loaded kernel modules, you can use the Ismod command.
This command actually pulls data from the /proc/modules file and reformats it for
display on the screen. To use this command, simply enter Ismod at the shell prompt,
as shown in Figure 12-9.

To view more information about a particular loaded module, you can use the
modinfo command. Use Ismod to find out the name of the module, and then enter
modinfo module_name at the shell prompt. For example, in Figure 12-9, one of the

tux@linux1:~ - Shell No. 2 - Kon

Session  Edit  View Bookmarks Sefings  Help

Module Size Used by o
Joydew Q024 0

=t 34332 0

sr_mod 14500 0

1p 10945 0

parport_pc 34916 1

parport 32200 2 lp,parport_pc

ipt_LOG 5632 13
wt_limit 7437 13
Ht_pkttype 1792 3
af_packet 19336 O
shd_pcm_oss 42752 0
shd_milxer_oss 16512 1 snd_pcocm_oss
snd_seq_midi 20960 O
snd_seq_midi_ewvent 5400 1 snd_seg_midi
snod_seg 47216 2 snd_seg_midl,snd_seq_midi_swvent
=} 8516 O
button B672 O
battery 9476 0
El= 4996 0
ipht_REJECT 4992 3

307z 15

xt,tciudg

4

| Shell Mo, 3

B
X
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FIGURE 12-11

The modules.dep
file

(] tux@linuxi:~ - Shell No_ 2 - Konsole €Y

Session  Edit Wiew Bookmarks  Sefings  Help

linuwl:™ # modinfo joydew

filename: Alib/modulessZ.6.16.13-4-default/kernel /drivers/inputs joydey .
[Sa]

author: Yojtech Fawlik <wojtechBucw.cz>
description: Joystick device interfaces

license: GPL

vermagic: Z.6.16.13-4-default 586 REGFARM gco-4.1
supported: yes

depends:

alias: input shd¥ykgked—gkd Dokl Okmpk ] kg
alias: input th¥ykpkek-gh3 sklokpkghg kmk] kg
alias: input thdykpkek-gk3 klokpkgkp hmk] ko

srocversion: G1FBEFES9F97CZ0D3909022
linuxl:™ #

8] SheliNo 2 | @l sheii o 3

[ X

i

modules displayed by Ismod is joydev. This is your system’s joystick kernel module.
To view more information about this particular module, you would enter modinfo
joydev at the shell prompt, as shown in Figure 12-10.

To load a kernel module, you first need to run the depmod command from the
shell prompt. This command is used to build a file named modules.dep that is stored
in /lib/modules/kernel_version/, as shown in Figure 12-11.

Within this file, depmod lists the dependencies between modules. This helps
other kernel module management utilities ensure that dependent modules are loaded
whenever you load a module.

With the modules.dep file created, you can now go ahead and load kernel
modules. You can use one of two different commands to do this. The first is the
insmod command. The syntax for insmod is insmod module_filename. The module
file name is usually a kernel module located in /lib/modules/kernel_version/kernel.
For example, if you wanted to load the driver for a standard PC parallel port, you
would enter insmod /lib/modules/version/kernel/drivers/parport/parport_pc.ko at
the shell prompt.

In addition to insmod, you can also use the modprobe command.

Most Linux admins prefer modprobe to insmod.The insmod command doesn’t
take into account the dependencies identified by depmod.

Session  Edil View Bookmarks Sefings  Help

linuxl:™ # lg Alib/modulessZ.6.16.13-4-default/

build modules.ofmap modules .unsupparted
kernel modules.ieeel3S4map modules.pcimap modules.usbmap
modules.alias — modules.inputmap modules.seriomap

modules.cownap  modules. isapnpmap modules.symbols updates
Tinoxd:~ # i

Q e speil vo. 2 [ (8] Sheil No. 3 ‘

GDE [

cal
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The syntax for using modprobe is modprobe module_name. As with insmod, the
module you load with modprobe resides in a subdirectory of /lib/modules/kernel_
version/kernel. For example, the /lib/modules/kernel_version/kernel/net directory
contains kernel modules for a variety of network boards, as shown in Figure 12-12.

If I wanted to load the kernel module for the 3¢509 network board, I would enter
modprobe 3¢509 at the shell prompt. For PCI and AGP plug-n-play boards, this
command is usually sufficient. If, however, you're loading a kernel module for an
older ISA board, you’ll probably need to specify the IRQ and the 1/O port the device
has been configured to use. To do this, just add the irq and io options with the
command. The syntax is modprobe module_name irq=IRQ_number io=I/O_port. The
I/O_port parameter must be specified in hexadecimal notation.

You're probably wondering, at this point, if the module will be persistent across
system restarts after it’s been loaded with modprobe. The answer is no, it won't
(unless the device is automatically detected during boot). However, modprobe is
automatically run every time the kernel loads. It reads the information contained
in your /etc/modprobe.conf file to determine what kernel modules should be loaded
during startup. This file is shown in Figure 12-13.

If the letc/modprobe.conf file doesn’t exist, then modprobe will use the files
located in the letc/modprobe.d directory to determine the kernel modules

that will be loaded at boot.

Session  Edil  View Bookmarks

=] tux@linuxl:~- Shell No. 2 - Konsole 2

Setiings

Help

3c501 . ko

hamachi ko

plip.ko

linuxl:™ # ls /lib/modulessZ2.6.16.13-4-default/kernel/drivers/net
cassini ko

smoc-ultra.ko

3c503 . ko chelsio hamradio ppp_async.ko smc9194 ko
3c505. ko cs89x%0 . ko hp-plus.ko ppp_deflate.ko  starfire.ko
3ch07 ko deb00 . ko b . ko ppp_generic.ko  sundance.ko
3cH09. ko debZ0.ko hpl00 . ko ppp_mppe . ko sungzemn . ko
3col5. ko defxx.ko ifh.ko ppp_synctty.ko  sungem_phy.ko
3cO9x. ko depca.ko irda pppoe . ko sunhme . ko
313%cp.ko dgrs.ko ixgh pppox. ko tz3. ko
513900 ko dlZk. ko lance.ko rE169 . ko tlan.ko
82596 . ko dummy . ko lp436e . ko rrunner . ko tokenring
8390 . ko el00.kao mii.ko sZio.ko tulip
SC3Z00 ko el0o0 natseml.ko sh1000 ko tun.ko
acenic.ko eZ100 . ko ne. ko seeq3009 . ko typhoon.ko
amd&1llle.ko eepro.ko neZk-pci.ko shaper . ko wia-rhine.ko
appletalk eeprol0d. ko netconsole.ko sisl90.ko via-wvelocity.ko
archnet EEXQTESS . KO ni5010. ko 515900 . ko [NETS]
atl7y00. ko epiclOl. ko nisZ.ko sk581in wd . ko
atp.ko eql . ko nieg.ko skfp wireless
b44 . ko ethlbl.ko ns83820 . ko skge.ko yellowfin.ko
bnxZ . ko ewrk3 . ko pcmcia skyZ . ko zrnet .ko
bonding fealnx.ko pocnet3Z . ko slhc.ko

forcedeth.ko  phy slip.ko

i8] Shell MNo. 3

R ODE
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Ll tux@linux1:~ - Shell No. 3 - Konsole _‘I'_:‘-;}

Session  Edil  View  Bookmarks Seflings  Help

Copyright (c) 1996-Z00Z SuSE Linux AG Nuernberg, Germany .
All rights reserved.

Author: Hubert Mantel <(mantelBsuse.de>, 1996-200Z2
Configuration file for loadable modules; used by modprobe

Flease don't edit this file. Place your settings into
detc/modprobe.conf.local instead.

B

#

HHEHBHHHH U R A HH BB BH A HA A HE B AR SRR
# Aliases - specify your hardware

HHHHHHHHH U HH BB HH B HH BB B HH B HE

install ethl Shindtrue
install ethl Sbindtrue
install tr0 Abindtrue
install scsi_hostadapter Abindtrue

fho Ahindtrue

The modprobe.conf file uses the following directives:

B install module_name Tells modprobe to load the specified module. It can
also be used to run any valid shell command, providing you with a high
degree of flexibility when loading your modules.

B alias alias_name module_name Gives a kernel module an alias name that
can be used to reference it from the shell prompt.

B options module_name options Gives modprobe a list of options, such as
irq= or io=, that should be used when a particular kernel module loads.

Notice in Figure 12-13 that there is a big note at the beginning of the file that
warns you not to modify /etc/modprobe.conf. Instead, if you need to manually specify
that a particular kernel module be loaded at system startup, you should enter it in the
Jetc/modprobe.conf.local file using the modprobe.conf directives just specified.

Alternatively, you could also insert the modprobe module_name command in
your rc.local or boot.local file to ensure that the module is loaded at system
startup. However, my experience has been that you will rarely need to do

this. Most distributions run some kind of hardware detection routine, such

as kudzu on Fedora Linux, at system boot that scans for new hardware and
automatically loads the appropriate kernel module.
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SCENARIO & SOLUTION

You need to see how interrupts have been assigned by =~ You can view /proc/interrupt.
the plug-n-play subsystem. What file in /proc can you
use to view this information?

You need to view information about the first IDE hard = You can enter hdparm —a /dev/hda.
drive installed in your Linux system. What command
can you enter at the shell prompt to do this?

You've just installed a 3Com 3C590 network board You would enter modprobe 3¢59x at the shell
in your Linux system. The device wasn’t detected prompt.

at boot, so you need to manually load the kernel

module (3¢59x). What command would you enter?

What if you need to unload a currently loaded kernel module? You can use the
rmmod module_name command at the shell prompt. Be warned that this command
won’t work if the device serviced by the module isn’t in use. If it is, the command
won’t remove the module. Like insmod, rmmod doesn’t take module dependencies
into account and doesn’t do anything with them. If you want to remove a module
and take dependencies into account, then you should use modprobe instead. The
syntax for removing a module with modprobe is modprobe —r module_name.

Let’s practice working with kernel modules in the following exercise.

N,
7o\

Working with Kernel Modules

———

In this exercise, you will practice viewing information about kernel modules.
Complete the following:

I. Boot your Linux system and log in as a standard user. If you used the lab exercise
in Chapter 3 to install your system, you can log in as tux with a password of
M3linux273.

2. Open a terminal session.

3. Switch to your root user account by entering su — followed by your root user’s
password.
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4. View the status of your system’s kernel modules by entering Ismod |less at
the shell prompt.

5. Page through the list of kernel modules. When finished, press Q.

6. View information about the parport kernel module by entering modinfo
parport at the shell prompt.

7. Create a list of module dependencies by entering depmod at the shell prompt.

8. Use the less or more utility to review the dependency file (modules.dep) you
just built in /lib/modules/kernel_version/.

Now that you understand how to install and configure new hardware, we next
need to discuss configuring power management on your Linux system. Let’s discuss
how this is done next.

CERTIFICATION OBJECTIVE 12.02

Configure Power Management

Managing the power consumed by computer systems is an important issue that you need
to be aware of. In the old days, we didn’t worry that much about power consumption.
Few employees were allocated PCs at their desktops and only a limited number of
servers were needed to support them.

Back in the late 1980s I put myself through my first year in college working as a
security guard in the women’s dormitory. (That was a great job, I might add!) The
dorm administrative office staff consisted of three full-time employees and seven
or eight part-timers, including me. For 11 staff members, we had only two 80286
computers. If you needed to type up a document, you had to wait your turn. The
funny thing was, I don’t remember ever having to wait very long to get on one of the
computers. The organization didn’t revolve around technology.

Today, all that has changed. Most organizations truly do revolve around their
computers and their network. If you don’t believe me, watch what happens if the power
goes out or the network goes down. This is enough to bring most modern organizations
to their knees. Nothing gets done until the computers come back up. Today, nearly
every employee has a computer system on his or her desktop. Some employees may
even have two or more computers.
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What’s the point? The dramatic influx of computers into the workplace in the last
15 years means most organizations are spending a lot of money on the electric bill.
In fact, many of the power shortages of the late 1990s and early 2000s were blamed
(in part) on the massive data centers that had been set up around the country to
support the dot-com boom.

Remember, each desktop system you manage has a 350- to 450-watt power supply.
Servers may have 500-watt or more power supplies implemented. That’s equivalent to
a light fixture containing five or more 75-watt light bulbs. Imagine how much power
is consumed by 300 employees each running a 400-watt computer system for eight
hours every day. That's a lot of juice! This level of power consumption represents a
drain on the organization’s budget and on the environment.

Fortunately, there’s something you can do about it. You can implement power
management on your computer systems to turn off devices within the computer
that aren’t currently in use. For example, if the hard drive isn’t being used, it can be
spun down. The same can be done with the CD or DVD drive. Doing so has a lot of
benefits:

B It makes the computer system greener.
M [t saves on the power bill.

B It reduces the amount of heat generated within the system.

In this part of this chapter, we’re going to discuss how you can configure power
management on a Linux system. We’ll discuss the following:

B Power management implementations
B Configuring ACPI on Linux

Let’s begin by discussing power management implementations.

Power Management Implementations

Currently, there are two power management schemes that you need to be aware of.
The first is the Advanced Power Management (APM) scheme. APM is an older
implementation and is being phased out. However, there are still a lot of systems
around that use APM.

APM uses software within the BIOS to manage power consumption within the
system. To do this APM uses device activity timeout periods to determine when to
transition devices into lower power states. Because APM ran out of the BIOS, you
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management
settings

would typically use your CMOS setup program to configure your parameters.
A typical APM configuration screen is shown in Figure 12-14.

APM, however, had several shortcomings. First, because power management tasks
were carried out by the BIOS, the operating system had no idea what was going on.
It wasn’t unusual to have a system go into standby and have the operating system
completely freak out because it didn’t know why everything was going down. The
second problem was that APM was a “loose” standard. There were many different
implementations by many different manufacturers, which resulted in a lack of uniformity.
The third issue was that it was primarily used only in laptop/notebook computers.

As a result, APM was phased out in the late 1990s in favor a new, much more
powerful power management scheme called the Advanced Configuration and
Power Interface (ACPI). ACPI divides power management tasks between the BIOS
and the operating system. This eliminates the problems experienced earlier where
the BIOS would start shutting things down, leaving the operating system to wonder
what’s going on.

It’s also a much tighter standard than APM. Programmers can easily create
utilities that the end user can use to manage power settings within the system
without having to enter the CMOS setup program. It also led to power management
being widely implemented within desktop and server systems, not just in notebooks.

With ACPI, the following can be done:

B The user can specify when a device, such as a monitor or hard drive, is to be
turned off.

Auto Suspend Timeout:

I
Enter
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B Notebook users can configure the system to use less power when running on
batteries. This includes the ability to actually lower the clock speed of the
CPU to conserve power.

B Peripheral devices can be set to a low power consumption state until needed.

In addition, ACPI defines the following standard sleep states that the end user
can configure his or her system to use:

B GO This state is also called the Working or Ready state. In GO, the system is
fully powered and ready for use.

B S1 This state is also called the Stand-by state In the S1 state, all peripheral
devices are powered off, but the CPU and the system RAM continue to draw
power.

B S3 This state is also called the Suspend state. All devices are shut down
except for the system RAM, which continues to draw power and preserves
your working data.

B S4 This state is also called Hibernation. This state saves the contents of
the CPU registers and the system RAM to a file on the hard drive. Then,
it powers off the system. When you resume from a hibernated sleep state,
the BIOS performs the normal POST, and then reads the hibernation file
to restore the system to the last state it was in before the computer entered
hibernation mode.

Most of the computer systems you’ll be working with today probably use ACPI.
Let’s spend some time learning how to use ACPI on a Linux system.

Configuring ACPI on Linux

By default, most Linux distributions should automatically detect ACPI support on
your motherboard during installation and configure the operating system to use it.
You can also enable either APM or ACPI power management on your Linux system
manually by passing an option to the kernel in your GRUB configuration file. To
enable ACPI, you would add the following to the kernel line:

apm=off acpi=on
To enable APM, you would add the following to the kernel line:

apm=on acpi=off
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tux@linux1:~- Shell No. 3 - Konsole _f

Session  Edil  View Bookmarks

Setiings

# Modified by YaSTZ. Last modification on Tue Oct 10 18:41:13 UTC Z006 -

Help

color whitesblue black/light-gray

###0on't change this comment - YaSTZ identifiler: Origlnal name: linux##s
title SUSE Linux 10.1

root (hd0,0)

kernel fvmlinuz root=/dev/sdal wga=0x314 resume=/,dev/sdaZ splash=sile
nt showopts apm=off acpi=onl]

initrd Ainltrd

###0on 't change this comment — YaSTZ identifier: Original name: floppydsés
title Floppy
chainloader (fd0)+1

###0Don't change this comment - YaSTZ identifier: Original name: fallsafe###
title Fallsafe —-- SUSE Linux 10.1

root (hd0,0)

kernel Svmlinuz root=Sdev/sdad wga=normal showopts lde=nodma apm=off acpil
=off noresume nosmp noaplc maxcpus=0 edd=off 3
—— INSERT —— 11,105 Top

] sheil Mo, 3

For example, in Figure 12-15, the /etc/grub/menu.lst file has been modified to
enable ACPI at system boot.

If you’re using the lilo bootloader, you can enable APM support by adding
append=“apm=on’’ to your image definition in letcl/lilo.conf.You can enable
ACPI support by adding append=*‘acpi=on’’ in your image definition. Either
way, remember to re-install lilo after making any changes to lilo.conf.

Once ACPI has been enabled on your system, you can view ACPI information
within files in the /proc/acpi directory, shown in Figure 12-16.

tux@linux1:~- Shell No. 3 - Konsol,

Session  Edit View  Bookmarks  Sefings  Help

[

linuxl: proc/acpl # ls

ac_adapter button event info sleep

alarm dsdt fadt power_resource  thermal_zone
hattery embedded_controller fan processor wakeup
linuxl:/proc/acpi #

| shell No. 2

2
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With ACPI support enabled, you next need to configure a system daemon to
manage power on your system. This daemon will be configured with a set of rules that
specify what to do when specified power events occur. Two commonly used ACPI
daemons on Linux include the following:

B acpid This daemon uses the rules you specify in the /etc/acpi/events directory
to control power events. All files found in this directory will be parsed to create
ACPI rules that define power management events and what should happen
as a result. For example, you can define an event for the power button being
pushed, as shown here:

event=button/power.*
action=/sbin/shutdown -h now

This tells the acpid daemon to run the shutdown —h now command when the
power button is pushed. Check out the acpid man page to learn about other
events you can define actions for.

B powersaved This daemon uses the rules in /etc/powersave to control how it
responds to various events, shown in Figure 12-17.

The default configuration files used inside this directory include:
battery

common

cpufreq

disk

events

sleep

thermal

Each of these files contains many directives that you can use to configure how
your system responds to various power events. Each one is documented very
well in the file. To learn how to use each option, just open the appropriate
file in a text editor.

In addition to configuration files, the powersaved daemon uses scheme files.
These files contain sets of rules for a particular power state. The default
scheme files include:

B scheme_acoustic

B scheme_performance
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FIGURE 12-17

powersaved
daemon
configuration files

Configuring
powersave

schemes for
powersaved

tux@linux1:~ - Shell No

Session Edi View Bookmarks Sefings  Help
linw=l:/etc/powersave # ls -1 E]
total 30
—rW-r--r—-— 1 root root 7638 Oct 10 12:37 battery
—rw-r--r-— 1 root root 590Z Oct 10 1Z2:37 common
—rw-r--r-— 1 root root 3868 Oct 10 1Z:37 cpufreq
—ruw-r--r—— 1 root root 5105 Oct 10 12:37 disk
—rw-r--r-— 1 root root 6235 Oct 10 12:37 events
—rw-r--r-— 1 root root 4831 Oct 10 12:37 scheme_acoustic
—rw-r—--r—— 1 root root 4902 Oct 10 12:37 scheme_performance
—rW-r--r—— 1 root root 4998 Oct 10 12:37 scheme_powersawve
—rw-r--r—— 1 root root 5035 Oct 10 12:37 scheme_presentation
—rw-r--r-— 1 root root 10283 Oct 10 1Z:37 sleep
—rw-r--r-— 1 root root 1643 Oct 10 12:37 thermal
linuxl:/etc/powersave & i
| sheil No. 3

B scheme_powersave
B scheme_presentation
The scheme_powersave file is shown in Figure 12-18.

After making changes to any of the powersaved configuration files, you must
restart the powersaved daemon using its init script in /etc/init.d or /etc/rc.d/init.d.

Be warned that these two daemons both use the same ACPI interface on the system,
and this isn’t allowed. In most cases, you will need to run either acpid or powersaved,
but not both at the same time. On some distributions, such as SUSE Linux, you can
run acpid with a blank rules file (saved as /etc/acpifevents/default). This causes acipd to

tux@linux1:~ - Shell No. 3 - K

Session Edil  View Bookmarks Seflings Help

CPUFREQUENCY="dynamic" -
## Path: SystemsPowermanagement/Fowersaves/Schemes/Fowersave

## Default: "yes"

## Type: yesno

#

# Allow throttling of the CPU
H#
ALLOW_THROTTLIMNG="yes"

## FPath: System/Fowermanagement/Fowersave/Schemes/Fowersave
## Default: "50"

4 Type: integer(0:30)

H#

# Maximum throttling (in percent) of the CFU {if enahled).

#
MAX_THROTTLIMG="90"

## Fath: System/FPowermanagement/Powersaves/Scheme/Fouersave
## Default: "no*

tle the CP
lines 40-6

of only throttle on low CPU
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forward all ACPI events to another power management daemon running on the system,
such as powersaved.

With the appropriate daemon running, you can view ACPI information by entering
acpi —V from the shell prompt. You can also use a variety of command-line tools to
manage power on your system. First, you can use the acpitool utility to manage ACPI
actions on your system. You can use the following options with acpitool:

-a Shows AC adapter information (notebooks only).

-B Shows detailed battery status information (notebooks only).

—e Shows everything.

—f Shows fan status.

-1x Sets the brightness of the LCD screen to level x (a value between 0 and 7).
—s Puts the system in Suspend sleep state.

-S Puts the system in Hibernation sleep state.

—t Shows thermal information.

-w Shows devices in the system that can be put into a sleep state.

-W x Puts device x into a sleep state if it is awake or wakes it up if it’s asleep. Use

the —w option to determine the device number.

You can also use the powersave utility to manage power on your system. The

powersave command is designed to work primarily with the powersaved daemon, but
it can still accomplish a few tasks if acpid is in use instead of powersaved. Some of
the more useful powersave options include the following:

-U Puts the system into Hibernation sleep state.
-u Puts the system into Suspend sleep state.

—-m Puts the system into Stand-by sleep state.

—x Lists schemes.

—e x Uses power scheme x.

-S Detects whether APM or ACPI is supported by the system.
-B Displays battery information.

—-a Displays AC status.

-T Displays thermal information.

-F Displays fan information.

- Displays CPU speed.
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SCENARIO & SOLUTION

You need to disable APM and enable ACPI on your
Linux system. What command could you enter in
your GRUB boot menu’s Boot Options field?

You can enter apm=off apci=on.

You need to configure power management rules for The files are located in the /etc/powersave directory.

the powersaved daemon. Where are the files located
that you need to edit?

Depending on your distribution, you may need to install the acpi, acpitool, or
powersave packages with the rpm utility before you can use these commands.

In addition to command-line utilities, you can also download and install a variety
of power management front ends for either daemon. Being partial to SUSE Linux, I
really like the YaST Power Management module, shown in Figure 12-19.

m = =

Energy Saving Schemes
Use AC Powered o adjust the energy saving

Power Management Settings

Using the scheme o use when your computer is AC
powered . Lis= Battery Powered o adjust the
YaST Power energy saving scheme fo use when your
computer is powered by internal batery.
Management —Energy Saving Schem
Below the selected schemes, descriplions of both AC Powered Batiery Powered
module salecied schemes are displayed — =

Adjusting Energy Saving Schemes
To adjust energy saving schemes, delete
axisling ones, or create new anes, use Edit
Schemes.

Other Settings

To adjust levels of batiery siaius, aclions o
perform on thesa levels of batery capacity.
operatfions o perform when an ACPI bufion is
pressad, or whether users are allowed 1o swith
the com puier 1o the standby or suspend made,
use Other Settings.

Scheme opfimized fo let machine run on maximum
performance

Scheme apfimized 1o lat maximum power savings
ke place

Edit Schemes

Ciher Setiings...

Cancel
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This utility provides an intuitive graphical interface that allows you to configure
the powersaved daemon.
Let’s practice working with power management in the following exercise.

4
Al

Working with Power Management Utilities

In this exercise, you will practice working with power management utilities. This
exercise assumes you are using a newer system that supports ACPL. If you're using a
VMware virtual machine for your lab system, you won’t be able to use Hibernation
or Stand-by sleep states. Complete the following:

N o U A WD

Log off and shut down your system.

Power your system back on.

In the Boot Options field in the GRUB menu screen, enter apm=off acpi=on.
Boot the system.

Log in as your standard user.

Open a terminal session.

Switch to your root user account by entering su — followed by your root user’s
password.

Use the rpm utility to install the acpitools and powersave packages from your
distribution media. If these packages aren’t available on your distribution CD,
you can download them from http://www.sourceforge.net.

Use the rpm utility to query whether your system is using the acpid daemon,
the powersaved daemon, or both.

. If your system uses the acpid daemon, do the following:

a. View all ACPI information for your system by entering acpitool —e |less
at the shell prompt.

b. Page through the output from acpitool.

c. View devices that can be put into a sleep state by entering acpitool —w at
the shell prompt.
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d. Select a device number from the output of the preceding command,
then enter acpitool =W x at the shell prompt to put the device to sleep.
Replace x with the number of the device.

e. Wake the device back up by entering acpitool =W x again.

f. Hibernate the system by entering acpitool =S at the shell prompt.

g. When complete, power the system back on by pressing the power button.
I'l. If your system uses the powersaved daemon, do the following:

a. Verify that your system supports ACPI by entering powersave —S at the
shell prompt.

b. List your available powersave schemes by entering powersave —x at the
shell prompt.

c. Pick a scheme from the powersave output.

d. Change powersave schemes by entering powersave —e x at the shell
prompt where x is the name of the scheme.

e. Put the system into Stand-by by entering powersave —m at the shell
prompt.

f. When complete, power the system back on by pressing the power button.

Now that we have power management behind us, let’s shift our attention to a new

topic: burning CDs and DVDs.

CERTIFICATION OBJECTIVE 12.03

Burn CDs and DVDs

Let’s face it; the ability to burn a CD or a DVD has gone from a high-end novelty to
a daily necessity. Users expect to be able to burn data to optical discs. In this part of
the chapter, we're going to discuss how to do this. We'll cover the following topics:

B Burning discs from the command line

B Using graphical utilities to burn discs

Let’s begin by discussing how to burn optical discs on Linux from the command line.
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Burning Discs from the Command Line

As with most aspects of Linux, you can burn discs either from the shell prompt or
using a graphical utility. In this part of the chapter, we’re going to discuss how to use
the mkisofs and cdrecord utilities to burn discs from the command line.

Burning a disc from the shell prompt is a three-part task. First, you need to check
your optical burning hardware and verify that it will work with Linux command-
line burning utilities. It’s important that you understand that all optical burners use
standard SCSI commands to communicate with your CD or DVD burning utilities,
even if it’s an IDE/ATAPI device.

If your burner is a SCSI, USB, or FireWire drive, you're in good shape. The Linux
cdrecord utility will work just fine with these devices. If your device is an IDE/ATAPI
device (and many of them are), then things aren’t quite so simple. The cdrecord
utility can’t natively communicate with these devices. To make things work, you need
to make your IDE/ATAPI devices emulate a SCSI device. This can be done using the
ide_scsi.ko kernel module. The exact steps for doing this vary from distribution to
distribution. We don’t have time or space to go through all the steps required enable
ide_scsi.ko in this chapter. There’s a great article on the Internet that will take you
through the process step by step at http://www-128.ibm.com/developerworks/linux/
library/l-cdburn.html.

Alfter verifying that your hardware will work with the cdrecord utility, you next
need to identify where your burner resides on the SCSI bus. You can use the cdrecord
utility to do this by entering cdrecord —scanbus at the shell prompt. The cdrecord
utility will print a list of SCSI devices on your system’s SCSI bus. The output should
appear similar to the following:

0,0,0 0)*
0,1,0 1)*
0,2,0 2)*
0,3,0 3) 'Sony' 'DRU-120A' '1.26' Removable CD-ROM
0,4,0 4)*
0,5,0 5) *
0,6,0 6)*
0,7,0 7)*

This output identifies the SCSI adapter (0), SCSI ID (3), and LUN (0) of your
burner. Write this down; you'll need it later when we start the burning process.

Next, you need to use the mkisofs command to make an .iso image on your hard
drive that contains the files you want to burn to the disc. The syntax for using
mkisofs is mkisofs —o file_name options —V disk_label files. The —o option specifies
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the output file name, which should use an .iso extension. Some of the more useful
options you can use with mkisofs include the following:

B -] Generates Joliet directory records in addition to regular iso9660 file names.
Joliet extends the ISO 9660 file system to allow extended file names on the
CDs you burn. This option should be used if the disc will be read on a Windows
system.

B -r Generates Rock Ridge records in addition to is09660 file names for
Linux compatibility. Rock Ridge is also an extension to the ISO 9660 file
system that allows longer file names and Linux permissions to be used with
the files on the disc. This option will set the UID and the GID attribute of
each file and directory to 0, allowing the files to be read by any user who
mounts the disc after it’s burned.

B —udf Includes UDF support in the generated file system image.

B -ldots Allows is09660 file names to begin with a period. If not used, a
leading dot is replaced with an underscore.

B -allow-lowercase Allows lowercase characters in is09660 file names.

B -allow-multidot Allows more than one dot in is09660 file names.

For example, if I want to create an .iso image named /tmp/tuxhome.iso that
contains all of the files in the tux user’s home directory, creates Joliet and Rock Ridge
records, and sets the disk label to TUXHOME, I would enter mkisofs —o /tmp/
tuxhome.iso -] -r =V TUXHOME /home/tux/. The output from this command is
shown in Figure 12-20.

Notice in Figure 12-20 that files whose name didn’t match the ISO 9660 standard
were renamed within the .iso file to bring them into compliance. After creating
the .iso file, you're ready to burn it with the cdrecord utility. However, [ strongly
recommend that you check the integrity of the .iso file before you burn it. This can
be done by mounting it into your file system. To do this, enter mount —t is09660
—o ro,loop=/dev/loop0 iso_filename mount_point at the shell prompt. For example,
to mount the image created in Figure 12-20 in the /media/iso directory, you would
enter mount —t is09660 —o ro,loop=/dev/loop0 /tmp/tuxhome.iso /mediafiso at the
shell prompt. You can then view the files within the .iso file using the Is command,
as shown in Figure 12-21.

Once you've verified your files, dismount the .iso image using the umount command.
Now you're ready to burn the .iso image to disc using the cdrecord command. Insert
a blank, recordable disc into your drive. Then, enter cdrecord —eject dev=SCSI_addr
iso_filename. The —eject option ejects the disc when it’s done burning. The dev= option
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tux@linuxl:~- Shell No. 2 - Konsole

Session Edit  View Bookmarks Seflings Help

Using PURE_Q10.FD;1 for /shome/tux/.localsshares/Trash/files/pure—ftpod-1.0.21/ [
sro/ . deps/pure_ftpd-ls.Po (pure_ftpd-ftpwho-update.Fo)
Using EXAMPOOC.0;1 for Ahomestuxs.local/sharesTrash/files pure-ftpd-1.0.21/p
uredbs/src/example_write.o (example_read.o)
Using EXAMFOOO0.C;1 for shomestuxs.locals/sharesTrash/files/pure-ftpd-1.0.21/p
uredb/src/exanple_write.c (example_read.c)
Using LIBPUOOO.A;1 for  Shomestuxs.local/sharesTrash/files/pure-ftpd-1.0.21/p
uredb/src/libpuredb_read.a (libpuredb_write.a)
Using EXAMPOOO. ;1 for Ahomedtuxs/.localsshare/Trash/files/pure-ftpd-1.0.21/pu
redbssrosexanple_read (example_write)
Using FURE_QOO.IM;1 for Shomestuxs.localsshare/Trash/ files/pure—ftpd-1.0.21/
configuration-file/pure—-config.py.in (pure-config.pl.in)

17.04% done, estimate finish Tue Jan 23 11:45:33 2007

34.11% done, estimate finlsh Tue Jan 23 11:45:33 2007

91.11% done, estimate filnlsh Tue Jan 23 11:45:34 Z007

68.18% done, estimate finish Tue Jan 23 11:45:34 2007

85.21% done, estimate finish Tue Jan 23 11:45:34 2007
Total translation table size: O
Total rockridge attributes bytes: 159704
Total directory butes: 456704
Path table sizelbytes): ZZGE0
Max brk space used 149000
29353 extents written (57 MB)

linuxl:™ # B

K1 D

|| shell No. 3

il

specifies the SCSI address of your burner. Recall earlier that we used the cdrecord
—scanbus command to generate a list of the SCSI hardware in the system. Set the dev=
option to the three numbers that identify your burner. The burner in my system has a

SCSI address of 0,3,0 (which specifies that the device is on SCSI bus #0, has an 1D of 3,

tux@linux1:~- Shell No. 2 - Konsole

Session  Edit  Wiew Bookmarks Sefings  Help

dr-xr—xr—x 3 root root 2048 Mow 16 08:13 backup []
dr-xr-xr-x 2 root root 2048 Dec 12 03:45 bin

—-r-xr—xr-x 1 root root 654 Dec 11 15:44 chshell

dr-xr-xr-x Z root root 2048 Mov 16 09:59 commands

lr-xr-xr-x 1 root root 14 Mowv 16 20:14 docs - Jusrsshare/doc
—r--r—-r—— 1 root root 0 Dec 12 08:596 fserr

-r—--r—-r—— 1 root root 395013 May 19 2006 =ftp-Z.0.18-23.1326.rpm
—r=--r—-r—— 1 root root 508060 Mov 22 12:34 oftp-2.0.9-1.kb6.rpm
—r—--r—-r—— 1 root root 536 Dec 12 08:56 mountedfs

—-r—-r—-r—— 1 root rooct 0 Mow 21 17:00 music.raw

—-r—-r—-r—— 1 root root 29214720 Jan & 17:28% mybackup.tar

—-r—--r—-r—— 1 root root 0 Mow 16 19:59 myfile.txt

dr-xr—xr-x 2 root root 2048 Oct 10 14:47 public_html

dr-xr—-xr—x 10 root root 3192 Mow 22 12:41 pure—ftpd-1.0.Z21
-r—-r—-r—— 1 root root 994394 Mov 16 09:34 pure—+tpd-1.0.21.tar.zz
dr-xr-xr-x 4 root root 2048 Jan 23 11:45 o ed

lr—xr—-xr-x 1 root root 5 Mow 16 09:31 = —» sched
-r--r—-r—— 1 root root 130 Dec 11 15:30 test.txt

-r——r—-r—— 1 root root 183 Dec 11 10:16 testZ.txt

—r—--r—-r—— 1 root root 121 Mow 9 07:36 testZ.txt™

—r--r—-r—— 1 root root 152 Dec 11 15:30 testsed.txt

-r—-r—-r—— 1 root root 6776 Dec 12 08:37 topfile

—r—--r——r—— 1 root root 2279 Mov 16 09:15 wvhnoserver.log

linuxd:/mediasiso & [

Bl

|| Shell No. 3
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and a LUN of 0). Therefore, to burn the tuxhome.iso file to this burner, I would enter
cdrecord —eject dev=0,3,0 /tmp/tuxhome.iso.
Let’s next discuss how to burn discs using graphical utilities.

Using Graphical Utilities to Burn Optical Discs

I’ll admit it; I don’t like burning discs from the command line. As you can see in the
previous topic, there are a lot of steps involved and it’s easy to make a mistake.

I much prefer the various graphical utilities provided with most distributions to
burn optical discs. My favorite is the K3b utility, which runs in the KDE desktop
environment. This utility provides an excellent graphical interface for burning discs,
as shown in Figure 12-22.

As you can see in Figure 12-22, you simply drag and drop files and folders into
the bottom frame. As you do, an indicator bar is displayed across the bottom of the
screen indicating how much space your files will consume on the disc. When you've
added all the files you want to burn, you just click the Burn button to write the
information to the specified burner drive. Much easier and faster! I love K3b! If your

FIGURE 12-22 J§ K3b -The CD and DVD Kreato

Eile  Project  Tools  Sefings  Help

Using K3b to EE D E [BErerew -
. . x x
burn optlcal discs (- JSONY - DVD+RW .. [ ‘+ € MO 7 FieranFie -
|5 =pe= [ﬁ public_himl D mouniedfs @ et
[Ed=pes |5 backup pure-fipd-1.021 [7) music.raw [7] tested. b
backUP |5 bin @ armageiron-(JZ.T.T-BB.\%.rpmD mytackup ar D st el
hi" commands@ chshell D myfile b D ‘opfile
[Edcommands \} Deskop D fomrr D pure-fipd-1021 far gz@ wnesarver log
<A Deskiop 25 docs [ gfp2.0.1223 %6 rpm LH schedule.bd
%dfﬁ D Documents @ gfip2.0.5-1 kG.rpm D o5t
’——JDocuments
Current Projects
Da&CDo
Eeum |6 © 5| Rrename Audio Files Velume Name: [K3b dats project ]
(- )K3b data project Name |Type |Sizae |anaIPaih ‘Link |

Use drag'ndrop 1o add files and directories 1o the project.
To remove or rename files usz the contexi menu
Afier that press the burn bution © write the CD.

|0E Auveleble TR0 ME of 7000 ME |

\ |[EHremp: 34 cEBOCH| |k3b 012 14




Burn CDs and DVDs 699

SCENARIO & SOLUTION

You need to determine the device 1D of your CD You can enter cdrecorder —scanbus.
burner. What command can you enter at the shell
prompt to do this?

In preparation for burning a CD, you need to create ~ You would enter mkisofs —o /tmp/myfiles.iso =] —r
an ISO file in /tmp named myfiles.iso that contains -V MYFILES ~/.
all of the files in your home directory. The ISO file

must support the Joliet and Rock Ridge naming
standards and have a volume name of MYFILES.
What command would you enter to do this?

You need to burn the /tmp/myfiles.iso file to a CD-R. = You would enter cdrecord dev=0,5,0 /tmp/myfiles.iso.
Your CD burner is attached to your SCSI controller
and has a SCSI ID of 5. What command would you

enter?

distribution didn’t include the K3b package, you can find a copy on the Internet,
download it, and use the rpm utility to install it.

There are many other excellent graphical burning utilities available. Go to
http://www.sourceforge.net and search for burn CD.

Let’s practice burning CDs in the following exercise.

N,

Burning CDs and DVDs

In this exercise, you will practice burning a CD from the shell prompt. This exercise
requires that you have a CD or DVD burner installed in your system. If you’re using
VMuware, you won’t be able to complete this exercise. VMware doesn’t allow the
commands through its virtual disc interface needed to burn CDs. Complete the
following:

I. Open a terminal session.

2. Switch to your root user account by entering su — followed by your root user’s
password.
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3. At the shell prompt, enter cdrecord —scanbus.
4. Record the identifier for your optical burner.

5. Create an .iso file containing the contents of your root user’s home directory
by entering mkisofs —o /tmp/roothome.iso -] -r =V ROOTHM /root/ at the
shell prompt.

6. Verify your .iso file by doing the following:
a. Make a directory named iso in /media.

b. At the shell prompt, enter mount —t is09660 —o ro,loop=/dev/loopO
Jtmp/roothome.iso /mediafiso.

c. Use the Is command to view the files in /media/iso.

d. When you’re confident the .iso file has been created correctly, enter
umount /media/iso.

7. Burn the .iso file by completing the following:
a. Insert a blank CD in your optical burner’s drive.

b. At the shell prompt, enter cdrecord —eject dev=your_device_ID /tmp/
roothome.iso.

c. Wait while the disc is burned.
d. When complete, insert the CD in your drive and mount the disc.

e. Use the lIs command to view the files on the disc.

With burning discs under our belt, we’re ready to move on and discuss RAID.
Let’s do that next.

CERTIFICATION OBJECTIVE 12.04

Implement RAID

RAID is a very cool, very powerful way of deploying hard disk drives in your Linux
system. Using RAID allows you to:

B Speed up your hard disk system.
B Protect your data against hard disk failures.
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Depending on how you implement your disks, RAID can do either of these
things or both at the same time. Back when I first started working with computers
in the late 1980s, RAID was something only the “server guys” were concerned with.
RAID arrays were too expensive to be implemented in desktop systems. That has all
changed, however. RAID is still the backbone of server hard disk storage systems.
However, the price of RAID adapters and the price of hard disk drives have dropped
enough to where it is feasible to implement a RAID solution in desktop systems as
well. In this part of this chapter, we’re going to introduce you to RAID. We’ll cover
the following concepts and tasks:

B An introduction to RAID
B Configuring a RAID array on Linux

Let’s start by introducing you to basic RAID concepts.

An Introduction to RAID

Before you can effectively set up a RAID array, you need to be very familiar with
basic RAID concepts. You'll also need to be familiar with these concepts for your
Linux+ exam. To provide you with the background you need about RAID, we’re
going to discuss the following in this part of this chapter:

B Basic RAID concepts
B RAID levels
B Hardware vs. software RAID

Let’s begin by reviewing some key RAID concepts.

Basic RAID Concepts

When RAID was first developed many years ago, the acronym stood for redundant
array of inexpensive disks. Today, it’s generally acknowledged to stand for redundant array
of independent disks. Regardless of which definition you choose, RAID still works in
the same way: you implement two or more hard disk drives in your system and then
use a special hard disk controller or software in RAM to group the disks together into
an array. The disk controller board (or software in RAM) presents the array to the
operating system as a single hard disk drive. This is shown in Figure 12-23.

When grouping disks into an array, you can choose from a variety of schemes that
define how the disks relate to each other and how data is stored on them. The first of
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A RAID array

Striping data
between disks in
an array

RAID Array

= Appearsasa
P Single Hard Drive

[ =—'| RAID
S Controller

RAID Array
Composed of
Three Hard Drives

these schemes is called striping. When striping is employed, the hard drives in the array
are joined together into one big disk. The size of the array is equal to the sum of the
sizes of all the disks it contains. For example, if you have two 100GB hard disk drives in
your array, the operating system would see the array as a single 200GB hard disk drive.

When striping is used, any data that is to be written to the array is split up and
written to all the disks in the array at the same time. In Figure 12-24, a hypothetical
file is being written to a striped RAID array.

The file is divided up into chunks determined by the stripe size of the array and
written to all three disks in the array at the same time. Likewise, if the file were to
be retrieved from the drive and loaded into RAM, its pieces would be read from all
three drives in the array at the same time and reassembled by the RAID controller
board and delivered to the operating system in its original, intact state.

Because of the way striping works, a striped array can dramatically increase the
overall speed of your disk system. The more disks you stripe in the array, the faster it can
read and write data. Striping is frequently used in server systems, video-editing systems,
and so on. where large quantities of data need to be handled very quickly. The downside

File Is Split and
_ Written to All
Drives in the Array
Concurrently
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to striping is the fact that all of your files are spread across multiple hard drives. If one
of the drives in the array fails, you will lose parts of all of your files, which isn’t a good
thing. Essentially, striping provides increased disk performance while increasing your

risk of data loss.

Remember earlier that we said RAID arrays could also protect data in addition
to making the disk system run faster. This is accomplished through another array
scheme called mirroring. In a mirrored array, we group multiple hard drives together
just like we did in the striped array. However, instead of spreading data across the
drives, as striping does, mirroring writes complete data files redundantly to all of the
drives in the array. This is shown in Figure 12-25.

Each disk in the array is a mirror copy of the others. The cool thing about mirroring
is the fact that if one of the disks in the array fails, the others can immediately take
over. There’s no downtime; the data you need remains available. The downside of
mirroring is that it doesn’t provide any performance gain. The size of a mirrored array is
equal to the size of the smallest disk in the array. For example, if you create a mirrored
array that contains three 100MB hard drives, the total size of the array is I00MB.

There’s another version of mirroring called duplexing. Notice in Figure 12-25
that mirrored drives are connected to the same RAID controller board.
Duplexing mirrors data between hard drives connected to two or more
different RAID controllers. This protects the system from data loss if the RAID
board itself were to fail.

The last RAID concept you need to understand is parity. As we mentioned,
one of the key weaknesses associated with striping is the fact that one failed disk
in the array destroys all of the data in the array. That’s a risky situation. Hard disk

hl
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RAID

RAID Levels

drives fail and fail frequently. To add a degree of redundancy to a striped array, you
can implement parity. Parity stores information in the array that can be used to
reconstruct data in the event that one of the disks in the array fails. Parity requires a
minimum of three disks in the array. Depending on the RAID level you choose, one
disk in the array can be dedicated to storing parity information or parity information
can be distributed equally across all disks in the array.

With these concepts in mind, let’s review some common RAID levels next.

RAID Levels

These three concepts—striping, mirroring, and parity—can be deployed in a number
of ways to create a variety of different RAID implementations called levels. There are
many different RAID levels that you can choose from. Some of the more common
ones are reviewed in Table 12-1.

Level Description

0 Mirrors data between two or more hard disk drives in an array.

1 Stripes data between two or more hard disk drives in an array.

3 Requires a minimum of three hard disk drives in the array. Data is striped

between two or more of the hard disk drives. Parity information is stored on
a dedicated hard disk drive. If one of the striped disks fails, it can be replaced
and the data reconstructed from the parity drive. However, if the parity drive
fails, the whole array fails.

5 Requires a minimum of three hard disk drives in the array. Data is striped
between all drives like RAID 3. However, parity information is evenly
distributed among all drives in the array. This makes RAID 5 much more
fault tolerant than RAID 3. Any failed drive in the array can be replaced and
the data reconstructed from the parity information stored on the other drives
in the array. This is a very widely used RAID level in server systems.

0+1 This is a nested RAID array. In this configuration, a striped array is mirrored
on one or more other striped arrays, making the very fast RAID 0 array more
fault tolerant.

1+0 This is also a nested RAID array. In this configuration, data is striped between
two or more mirrored arrays. This speeds up the performance of a highly fault-
tolerant mirrored array.

5+0 This is also a nested RAID array. In this configuration, data is striped between
two or more RAID 5 arrays.

5+1 This is also a nested RAID array. In this configuration, data is mirrored
between two or more RAID 5 arrays.
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It’s important to note that one RAID level isn’t necessarily “better” than
another. Many students new to RAID mistakenly assume that a RAID 1 array is
better than a RAID 0 array and that a RAID 3 array is better than a RAID 1 array.
This just isn’t true. When selecting a RAID level, you should pick the one that
fits your deployment best. If speed is the issue, then RAID 0 is a good choice, but
remember that it doesn’t offer any fault tolerance. In fact, it makes your systems
more susceptible to disk failures. If fault tolerance is the issue, then RAID 1 is a good
choice. If you need a balance between speed and fault tolerance, then RAID 3 or 5
are great options.

Finally, let’s discuss the difference between hardware and software RAID.

Hardware vs. Software RAID

When implementing RAID, you can use either a RAID controller board to create
and manage your array, or you can use RAID software provided with most Linux
distributions. These options are called hardware RAID and software RAID.

With hardware RAID, you must purchase a dedicated RAID controller board and
install it in an expansion slot in your motherboard. Most high-end RAID controller
boards, more commonly used in server systems, use the SCSI or SATA hard disk
interfaces. Low-end RAID boards, usually used in desktop systems, usually use the
IDE/ATA disk interface. Once installed, you then connect your hard disks that
will be members of your RAID array directly to the RAID controller. The RAID
controller board has its own on-board BIOS and setup program that you use to
configure the disks connected to the controller into an array. The RAID controller
board then presents the array to the operating system as a single hard disk drive.

Nearly all RAID boards, including SATA and IDE/ATA, will be seen as SCSI
controller boards by your operating system.

In addition to hardware RAID, you can also implement a RAID array using special
software that’s loaded into RAM by your Linux operating system. This is called
software RAID. Software RAID is really cool. You don’t need a RAID controller board
to create an array. Instead, you connect your hard drives to your standard SCSI, IDE/
ATA, or SATA interface. Then, you use your operating system software to group the
drives together into an array. As with hardware RAID, the operating system then sees
the array as a single hard disk drive.

You might be wondering at this point which RAID implementation is “best.”
Both hardware and software RAID have advantages and disadvantages. These are
listed in Table 12-2.
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Type Advantages Disadvantages

Comparing
Hardware and
Software RAID

on the

Qob

Hardware RAID B Usually offers more RAID B More expensive than
levels to choose from. software RAID because you
B Usually faster than software have to purchase a separate
RAID. controller board.
B Independent of the operating ™ Tends to be more difficult to
system. set up.

B You can only work with
entire disks.

Software RAID B Easier and faster to configure B Usually offers fewer RAID

than hardware RAID. levels.
B Less expensive than hardware B Speed depends on the speed
RAID. of your system RAM and
B Works with partitions on a your CPU.
disk, not the entire disk itself. = B Dependent upon the operat-
ing system.

Because software RAID can work with partitions as well as entire disks, I’'ve
seen many new RAID students try to mirror or stripe two partitions on the
same disk! Don’t do this! You will lose the speed advantage when striping and
you will lose the redundancy advantage when mirroring. Always work with
partitions on separate disks.

When implementing a RAID solution, you'll need to weigh these factors against
each other to determine which option is the best for your particular deployment.
Let’s now talk about how you go about configuring a RAID array on Linux.

Configuring a RAID Array on Linux

When configuring a RAID array on your Linux system, you can choose from either
hardware RAID or software RAID, as discussed previously. If you choose to implement
a hardware RAID board, make sure the board you select is supported by your
distribution. Usually, higher-end SCSI RAID boards work very well in Linux systems.
However, be very wary of low-end IDE/ATA RAID boards. Many, if not most, of them
don’t work properly under Linux. Instead of seeing your array as a single disk, the Linux
kernel will probably see each disk in the array as a separate disk, just as if they were






